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Abstract—Reducing the energy consumption of a real-time system has emerged as an important design concern. In this paper, we

propose GAARP, an adaptive scalable architecture targeted toward algorithm-specific tasks for just-in-time performance using the right

amount of power. The architecture consists of Globally Asynchronous and Locally Synchronous (GALS) building blocks, where the

processing hardware is realized by a set of smaller slices of similar structure, each running synchronously with independent clocks. We

demonstrate that, for different real-time commercial applications with algorithm-specific jobs like online transaction processing, digital

filtering, Fourier transform, etc., the proposed architecture allows dynamic load-balancing and adaptive intertask voltage scaling based

on the load in each of the processing units. Compared to a synchronous implementation of the same functionality, we show that the

proposed hardware can achieve higher efficiency in terms of power and performance by exploiting the flexibility to balance the load and

change the supply voltage. The architecture also lends itself to process tolerance since it can detect process-shifts for the individual

processing units and determine the appropriate operating voltage/frequency for each unit. Simulation results for two representative

applications show that, for a modest system configuration and random job distribution, we obtain up to 67 percent improvement in

MOPS/W (millions of operations per second per watt) over a fully synchronous implementation.

Index Terms—Asynchronous/synchronous operations, algorithms implemented in hardware, fault tolerance, energy-aware systems.
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1 INTRODUCTION

POWER dissipation is becoming a limiting factor in high-
performance system design as technology scales and

device integration level increases. Reduction in system
power is not only important to improve battery life in
portable devices, it also plays an important role in
enhancing the system reliability and longevity [1]. Sup-
ply-voltage scaling is emerging as an effective technique
for reducing both dynamic and leakage power. Dynamic
power is proportional to f � Cload � V 2

DD, where f is the
system clock frequency, Cload is the effective load capaci-
tance, and VDD is the supply voltage. Scaling the supply
voltage requires a commensurate reduction in clock
frequency because signal propagation delays increase
when the supply voltage is scaled down. The maximum
clock frequency at which a transistor can operate is
proportional to ðVDD�VT Þ�

VDD
, where VT is the transistor thresh-

old voltage and � is strongly dependent on the mobility
degradation of electrons in transistors (with typical values
between 1 and 2). Therefore, supply-voltage scaling can
reduce dynamic power in the order of V 2

DD and V 3
DD.

Although supply-voltage scaling also reduces leakage
power in the order of V 3

DD and V 4
DD [2], we will focus only

on dynamic power reduction in this paper.
Implementing variable supply-voltage schemes essen-

tially requires knowledge of the exact time and the fixed

duration for which the voltage scaling should be performed.

Random decisions about these parameters might often
result in considerable loss in system performance. In
addition to that, it is important to consider the architectural
and circuit-level changes that need to be incorporated into
the system to realize voltage scaling. While supply voltage
scaling is effective in reducing power significantly, the
design overhead required to include this feature into an
existing architecture might be overwhelming. It is, there-
fore, a challenging task to design an adaptive system that
can make intelligent decisions to vary the supply voltage
depending on the processing load and system configuration
for optimum power and performance.

Many researchers have addressed operating system (OS)
level or compiler-level supply-voltage scaling techniques in
high-performance or embedded processors. Burd et al. [3]
demonstrated a complete embedded system, called the
lpARM processor, which includes an ARM8 core with 16 KB
cache. Pouwelse et al. [4] built a system with a Strong ARM
processor, the speed of which can be varied along with its
input voltage. Hong et al. [15] described an algorithm for
scheduling hard real-time tasks in a variable voltage
processor for mixed workload of periodic and bursty jobs.
A recent work by Aydin et al. [17] proposed a power-aware
Dynamic Voltage Scaling (DVS) policy to reduce energy
consumption in a processor for periodic real-time tasks.
They work with fully synchronous processor-based sys-
tems, involving significant architectural overhead and often
depending on software to make voltage-scaling decisions.
On the other hand, several researchers have also investi-
gated the effectiveness of multiple clock domain imple-
mentation of processors as an alternative to a fully
synchronous one. Iyer and Marculescu [9] presented a
multiple clock domain superscalar processor design and
showed that it can be efficient to reduce power dissipation
at the cost of a drop in performance. Magklis et al. [5]
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proposed a compiler-based voltage and frequency-scaling
technique which targets multiple clock-domain processors.
In this scheme, the compiler inserts the reconfiguration
instructions into applications by using profile-driven binary
rewriting to determine the minimum VDD and clock speed.
Recently, Semeraro et al. [29] addressed the issue of
avoiding performance degradation in a multiple clock
domain processor by hiding synchronization latency.
However, the above supply voltage scaling techniques,
implemented as either single or multiple clock domains,
target instruction set architectures (ISA) [6] only and do not
address architectures with algorithm-specific hardware as
functional units.

Globally Asynchronous and Locally Synchronous (GALS)
architecture, in recent times, is beingwidely investigated as a
viable alternative to purely synchronous design [7], [8], [9],
[10], [29] since it merges the advantages of both synchro-
nous and asynchronous design paradigms. Asynchronous
circuit design [11] has the intrinsic benefit of being robust
with respect to process variation since the propagation
delay through the circuit need not satisfy a delay constraint.
Asynchronous circuits are also free from the clock skew
problem. Distribution of a high-speed clock throughout the
die with low skew is a challenging problem in synchronous
circuit design. The problem is aggravated by variation in
clock skew due to increased process variations in nano-scale
technology. However, synchronous circuits are inherently
much easier to design (leveraging existing CAD tools) than
their asynchronous counterparts and have little problem
with hazards (undesired signal transitions), dynamic state
of the circuit, or ordering of operations [16]. GALS
architectures essentially consist of a set of locally synchro-
nous units that operate synchronously with independent
clocks, but communicate asynchronously among them-
selves. They are free from variation in global clock skew
due to process fluctuations and the absence of global timing
paths makes them less vulnerable to process-related delay
failures. Therefore, GALS systems are less affected by
process variation. Standardized asynchronous interfaces
among clock domains in GALS systems also offer the
advantage of easy reuse of IP cores with varying clock
requirements and operating frequencies [9].

In this paper, we propose a generic architectural frame-
work based on Globally Asynchronous and Locally
Synchronous (GALS) design methodology [7], [8] that is
suitable for real-time algorithm-specific applications. The
architecture, referred to as GAARP (GALS Architecture for
Algorithm-specific Real-time Power-aware applications),
allows dynamic voltage and frequency scaling (DVFS) [25]
at the task-level granularity. Dynamic voltage scaling is
suitable in a GALS architecture since individual processing
elements operate at independent clock domains. Compared
to a fully synchronous design, where voltage scaling
decisions have to be based on global processing conditions
(i.e., operations in all processing elements) to avoid a
performance penalty, a voltage scaling decision in a GALS
system is local to a clock domain and, hence, is easier and
more effective. The GAARP architecture consists of a
central scheduling unit and a set of structurally homo-
geneous processing elements. Each of the processing units
in GAARP is designed to perform one algorithm-specific
task. The scheduling unit performs intertask voltage
scheduling to meet the real-time constraints on the jobs.

Compared to the conventional synchronous system, the
proposed architecture has the following major advantages:

. It can deliver the required performance at the
expense of the right amount of power. The frame-
work allows computation of jobs in such a way as to
satisfy the just-in-time power-performance require-
ments of the system.

. It allows dynamic load-balancing by distributing
load evenly across processing elements and, thus,
improves throughput.

. The framework is amenable to self-calibration and
adaptation to inter/intra-die process variations [24]
or change in ambient conditions (such as tempera-
ture and supply voltage).

We have developed a complete architecture-level simu-
lation framework for GAARP to simulate any algorithm-
specific application. The simulator is capable of providing
power and performance statistics for a random job dis-
tribution. We have studied the behavior of the proposed
architecture for different scenarios in terms of the number
of processing resources, job distribution, and scheduling
policy. Simulation results for two representative applica-
tions—Online Transaction Processing (OLTP) and Fast
Fourier Transform (FFT) computation—are presented. We
have considered a specific instance of an OLTP application
where air-time usage records for mobile-phone users are
processed and rated in real-time. For each phone call, the
system receives usage records of customers, retrieves the
corresponding account record and service plan, and
computes the charge for the call based on the usage
information and the rules in the service plan. The rated
result is then used to update the account record. Simulated
behavior of the proposed architecture for the above
applications shows considerably greater efficiency in terms
of power and performance than a fully synchronous
dynamic voltage-scaling system.

The rest of the paper is organized as follows: Section 2
discusses in detail the basic system architecture and its
components. In Section 3, some important design issues, e.g.,
memory organization and dynamic voltage/frequency scal-
ing policy, involved in the proposed design are discussed. In
Section 4, we explore the effects of process variation on this
architecture and explain how this can be handled. Case
studies for two real-time systems, which have been mapped
to GAARP, are presented in Section 5. In Section 6, the
simulation setup is described. Section 7 presents the power
and performance results for the mapped applications and
compares the behavior of GAARP with a low-power
synchronous implementation. Section 8 concludes the paper.

2 OVERVIEW OF THE PROPOSED SYSTEM

ARCHITECTURE

GAARP is based on the idea of GALS, where individual
processing units (PU) run independently at their local
clocks and voltages, while communications between two
clock domains occur in asynchronous mode. Since the
processing elements operate with local clocks, the supply
voltage and the frequency of operation at each PU can be
dynamically controlled, independently of other PUs. Hence,
the architecture is capable of adjusting itself to the
completion-time constraint of each job, providing the
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required performance at the right amount of power. It gives
GAARP systems an advantage over fully synchronous
implementations, where any DVFS scheme requires operat-
ing each of the PUs at uniform voltage and frequency. We
target applications where a job or task is a well-defined set
of simple mathematical operations specified by definite
algorithms like FFT, FIR filtering, estimation of air-time
usage of a wireless device [32], etc. Fully synchronous
systems performing these time-constrained tasks can
operate at a state determined by either the hardest
constraint (high-performance mode) or the most relaxed
constraint (low-power mode). In the first mode, a synchro-
nous system suffers from high power consumption, while
providing the best throughput. In the latter case, it cannot
provide adequate performance, but reduces power con-
sumption of the system.

2.1 Framework

The proposed architecture is shown in Fig. 1. The schedul-
ing unit resides at the heart of the architecture and controls
job allocation, voltage scaling, event management, and
intercommunication between the scheduler and PUs. The
scheduler and each of the processing units (PU) have their
independent clocks and supply voltage regulators. Proces-
sing units and the scheduler communicate among them-
selves through a set of dedicated network switches, which
perform handshaking between two different clock domains.
The scheduler scales the operating voltage/frequency of the
processing units dynamically (within a permissible limit) to
satisfy the varying job distributions or throughput/power
requirements. The PUs implement specific algorithms (e.g.,
FFT, filtering) and they can be realized as either standard-
cell or reconfigurable logic [12], representing a trade-off
between design flexibility and efficiency in terms of delay
or power. A typical realization of PU will include datapaths,
control logic, registers, and local caches.

The front-end of the architecture is implemented as a
pipeline and runs at a single clock, named Fglobal. Incoming

jobs are fetched and then tagged by a unique identification
number. The identification number tracks all the floating
jobs in the system for correct completion and can be used
for error recovery. The tag table keeps a record of all the
floating jobs. In case a job is not completed within a
predetermined time period due to some discrepancy in
computation or failure of a PU, it is reissued and an error
message is generated. The decode unit extracts necessary
information from the job used by the scheduler, e.g., the
time constraint, the account ID in case of a transaction. The
scheduler allocates the waiting and ready jobs to the free
PUs and determines the operating voltage for the allocated
PUs. Data communication from the scheduler to PUs occurs
through network switches implemented as bidirectional
First-In-First-Out (FIFO) buffers. We assume that the data
communication lines are not shared. However, the archi-
tecture can support a shared communication bus that can
save interconnection area and cost but comes at an
increased delay overhead due to sharing of data lines and
bus-arbitration circuitry. The architecture has dedicated
control lines for transferring control information (e.g.,
required voltage) between the scheduler and a PU. To
reduce the number of FIFO elements, Inter-PU data
communication is routed through the scheduler, as ex-
plained in Section 3.1.2.

Once a job finishes execution inside a PU, it generates a
completion event signal and sends it to the scheduling unit.
The event resides in the event queue of the scheduler until it
processes the event to update the allocation table and the
tag table. Information about the processed jobs is stored in
the off-chip central database. This information is used for
future references to the processed data. For instance, in case
of an OLTP system, the rating of usage data happens online,
but the billing is typically handled later based on the rated
data stored in the central database.

2.2 Scheduling Unit

The scheduler acts as the central controller, which issues the
incoming jobs out-of-order to the PUs according to their
priority and manages the response from the PUs. Principal
components of the scheduler are:

1. a fetch queue (for temporarily storing the jobs
waiting to be executed),

2. an allocation table (for maintaining the status of the
PUs),

3. an event queue (for storing events generated by the
PUs),

4. voltage control logic, and
5. scheduling logic.

Fig. 2 shows details of the scheduling unit. The
scheduling logic consists of a three-stage pipeline which
performs the scheduling operation. In the first step, it brings
in the tagged and decoded job into the fetch queue. The
fetch queue can be implemented as a priority-queue. In the
next step, it updates the priority of the waiting jobs as a
function of waiting time and completion time constraints
and assigns the jobs to the free PUs in descending order of
priorities. Depending on the type of the priority function
and scheduling policy, e.g., EDF (Earliest Deadline First) or
LLF (Least Laxity First) [19], etc., the second step of the
pipeline can have different complexities. In the third step of
the pipeline, the scheduler processes all pending events in
the event queue and updates the allocation table. As
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mentioned earlier, the events are generated by the PUs to
notify the scheduler about any change in their states.

The scheduling unit in GAARP implements a generic
scheduling algorithm for both homogeneous PUs (where
any job can be allocated to any PU) and heterogeneous PUs
(where a job can be allocated to only a particular PU). The
algorithm can be considered as a modified LLF policy since
it selects jobs for allocation based on their slacks [19]. The
scheduler follows the dynamic out-of-order scheduling. It
performs intertask voltage scheduling so that, when a PU is
executing a job, its voltage remains unchanged except for
the ramping period. Allocation of a job to a PU is
nonpreemptive, i.e., once a job is assigned, it is allowed to
complete, even if a high priority job is in the queue. The
scheduler updates the priority of the waiting jobs in the
fetch queue based on their waiting times. Increasing the
priority of jobs with longer wait-periods prevents the
possibility of starvation. In the next step, the scheduler
finds the set of available PUs and assigns the jobs to free
PUs in descending order of priority of the jobs, i.e., in
ascending order of slack (1). It determines the required
voltage and frequency for executing a job with the help of
following equations:

slacki ¼ Tconstrainti � ðTwaiti þ TreqdiÞ; ð1Þ

Freqdi ¼ minðFmax;
Treqdi

slacki þ Treqdi

� �
� FglobalÞ; ð2Þ

Vreqdi � min Vmax;
Freqdi

Fglobal
� Vscheduler

� �
: ð3Þ

Here, the expected number of cycles required to execute
the ith job (Treqdi ) and corresponding slack (slacki) are
computed in terms of scheduler clock cycles. Once the
required frequency is computed, the voltage is obtained by
multiplying the scheduler voltage with the ratio of required
frequency and scheduler frequency (3). Both required
frequency and required voltage are limited by maximum
and minimum specified bounds for a particular PU. For a
job with negative slack, the scheduler always chooses the
maximum possible frequency of operation. To find a
suitable PU for a job from the list of available PUs, the

scheduler chooses the one whose current voltage is closest
to the required voltage. It helps to reduce voltage ramping
overhead, discussed in Section 3.2. By choosing the
frequency and supply voltage for the operation based on
the available slack for a job, we ensure dissipation of the
right amount of power for the required performance. It is
worth noting that there is an additional latency for
processing of a job introduced by FIFO paths between the
scheduler and the PUs. The latency can, however, be
partially hidden by aggressive prefetching [6] of input data
for the next job in the FIFO buffer.

Scheduling Algorithm (input: joblist from decoder, output:

processed jobs)

begin

1: if fetch queue is empty then

2: exit scheduling

3: else J1; J2; . . . ; Jn  waiting jobs from fetch queue

4: for each Ji � fetch queue do

5: slacki = compute_job_slack(Tconstrainti ; Twaiti ; Treqdi )

6: (slacki ¼ Tconstrainti � ðTwaiti þ TreqdiÞ
7: update_job_priority(slacki)

8: end for

9: end if

10: {Identify the list of free PUs PUis from allocation table}

11: if free-PU-list 6¼ � then

12: Ji  fetch_job_with_highest_priority()

13: compute_reqd_voltage_frequency (slack_time) (Ji)

/* within permissible bound */

14: (Freqdi ¼ dðTreqdi=ðslacki þ TreqdiÞÞ � Fglobale)
15: (Vreqdi ¼ dðFreqdi=FglobalÞ � VschedulereÞ)
16: if homogeneous jobs and PUs then

17: PUi  choose_a_free_PU(Ji)

/* with present voltage closest to Vreqdi */

18: else /* if heterogeneous job and PUs */

19. if compatible PU PUj for Ji is free then

20. {assign Ji to PUj}

21. else if load-sharing can be done then

22: ICj  check_Inter-PU_communication_

overhead_for_load-sharing(Ji)
23: ECj  check_expected_time_for_PUj

_to_be_available(PUj)

24: if ICj < ECj then

25: {assign job Ji to another heterogeneous

PU with same functionality}

26: else

27: do not schedule Ji
28: end if

29: end if

30: end if

31: if job is assigned then

32: {update fetch queue, allocation table}

33: end if

34: end if

35: end if

end

A representative scheduling algorithm for the GAARP

system is shown below. The algorithm can work with both

structurally homogeneous or heterogeneous PUs and can
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perform load-balancing across PUs. The load-balancing

scheme is based on finding compatible PUs (in terms of

functionality) for a busy PU and sharing its load across PUs.

The load-balancing decision depends on: 1) the expected

time for the loaded PU to be available and 2) the overhead

due to intra-PU data communication (lines 22-23 of the

scheduling algorithm). The details of our load-balancing

scheme are presented in Section 3.1.2.

The scheduling algorithm presented here is a very simple

one and the GAARP framework is not limited to this

particular scheduling policy. Depending on the job char-

acteristics, the scheduling policy can be changed to improve

the power and the performance of the system. It is worth

noting that the determination of expected completion time,

Treqdi , may involve a varying level of complexity based on the

application. For, e.g., in case of FFT or digital filtering, Treqdi is

a simple function of size, while, for OLTP applications, it

depends on the event type, account ID, size, etc., and can be

complex to estimate. It is important to come upwith a simple

hardware or software solutionusing techniques like profiling

[5] to estimate the completion time efficiently.

2.3 Mixed-Clock Intercommunication

In the past, various methods have been proposed to clock
GALS systems. Seizovic [27] proposed a robust interfacing
scheme to synchronize data items and/or control signals
with the receiver through a “synchronization FIFO” without
interfering with its clock. However, the latency of this
design is proportional to the number of FIFO stages, whose
implementation include expensive synchronizers. Further-
more, Seizovic’s design requires the sender to produce data
items at a constant rate that cannot be ensured in a GALS
system, where individual PUs run at different clocks and
involve different computation times. The above disadvan-
tages are overcome by the stretchable-clock scheme [18] and
mixed-clock FIFO [20] designs. In the clock-stretching
scheme, handshaking between two clock domains is
managed by an arbiter by stretching one phase of both
clock domains for synchronization. The synchronization
phase in the stretchable clock scheme affects the power and
performance of both processing domains. Since the sche-
duler and each of the PUs have individual frequencies of
operation, the performance in the stretchable clock scheme
is limited by the lowest operating frequency of the
communicating clock domains.

To address these issues, we have chosen the mixed-clock

FIFO design proposed by Chelcea and Nowick [20], [21] to

implement network switches for efficient data transfer

among the PUs and the scheduling unit. This scheme is

based on a token-ring protocol and has low latency without

significant performance overhead. It is also robust with

respect to process variation, making the GAARP-based

system suitable for scaled process technologies (180 nm and

less). Fig. 3 shows a block diagram of a 4-cell mixed-clock

FIFO unit. The control signals for data transfer between the

scheduler and a PU using mixed-clock FIFO element are

generated by the respective units. Communication among

multiple voltage domains using mixed-clock FIFO requires

special level-converting latches if there is any signal

propagation from a low voltage to a high voltage domain.

In Section 3.2.5, we describe the requirement of level

conversion in the proposed architecture.

2.3.1 Mixed-Clock FIFO Operations

The key feature of the mixed-clock FIFO communication is

the proper synchronization of two clock domains using

global control signals full and empty. This unit is controlled

by two clocks: CLK_get (receiver’s side) and CLK_put

(sender’s side). The main steps of the communication

operation are described below.

. Sender Operation: The sender checks the full control
signal before starting any data transfer. If the full
signal is disabled, the sender places the data item on
the data_put bus and simultaneously enables en_put.
At the next positive edge of clock_put, the data is
enqueued. If enqueuing of the new data item
leaves only one empty cell in the FIFO, the full
signal is enabled. It is done to ensure that the
sender can safely deposit a final data item before
being stalled for the next two cycles. Since the full
signal is enabled in the next positive edge of the
clock signal, the put-token in the token ring is
frozen until some data items are dequeued.

. Receiver Operation: Before accepting any data, the
receiver checks the empty control signal. When the
empty signal is disabled, it dequeues the data from
the FIFO at the next positive edge of clock_get if a
valid data item is available. When a dequeue
operation leaves one or less data items in the queue,
the empty signal is asserted and the FIFO freezes its
get-token propagation along the token ring.

. Deadlock Situation: The deadlock situation can
occur when FIFO has one valid data, but the empty
signal is asserted and the receiver stalls. We use the
deadlock detector circuit proposed by Chelcea and
Nowick [21] that injects a dummy item into the FIFO
when the deadlock occurs and, thus, reactivates the
receiver.
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3 PRINCIPAL ISSUES IN DESIGN OF A GAARP
SYSTEM

3.1 Architecture-Level Issues

3.1.1 Load Balancing

The proposed architecture can distribute workload in a
balanced manner among the PUs. It reduces the chance of a
particular PU being the bottleneck in system performance
and provides increased throughput. It is worth noting that,
if the processing elements are completely homogeneous and
any one of them can execute any incoming job, then a
scheduling algorithm can easily accomplish load-balancing
without any overhead of data communication.

Even if both incoming jobs and the processing elements
are heterogeneous (i.e., specific tasks can be executed only
in specific units), we can employ load-balancing to improve
performance. For example, while mapping a real-time
transaction processing system to the proposed architecture,
transactions pertaining to specific accounts are processed in
particular units which contains account information for that
transaction. In this case, depending on the distribution of
the incoming tasks at any instant, some of the PUs can have
a higher load than the others.

If a unit with relatively less load can take some load off
the highly loaded units, then the total throughput increases.
We have shown this behavior in Section 7.3, where we
compare the performance between the load-balanced mode
and the normal mode. Load balancing, however, comes at
the price of increased inter-PU data communication over-
head. The scheduler needs to consider communication
latency in a load-balancing decision to leverage the benefit
of this scheme. Cache coherency [22] becomes a critical
issue with data sharing between PUs. This issue may arise
when two units simultaneously try to modify the same data
record. We can implement simple protocol (as discussed in
Section 3.1.2) in the proposed architecture to deal with the
problem of cache coherency.

One of the important goals of GAARP is to minimize the
hardware overhead due to the mixed-clock FIFO units.
Compared to having dedicated FIFO units between any two
PUs, our architecture requires one extra hop in the forward
and backward inter-PU data communication since it is
routed through the scheduler. However, for “n” PUs, we
require only “n” bidirectional FIFOs for inter-PU commu-
nication through the scheduler compared to nðn� 1Þ=2
bidirectional FIFOs required for direct communication
between the PUs. Therefore, there exists a trade-off between
the latency of communication and the hardware require-
ments. In the case where there is considerable interaction
between two PUs, we can extend the architecture to provide
a dedicated FIFO between them for data transfer.

3.1.2 Memory Hierarchy

The proposed architecture is intended for a wide variety of
target applications, ranging from a memory-intensive one,
like online transaction processing, to applications like FFT
computations, which require much fewer memory accesses.
In the memory-intensive applications, a proper memory
hierarchy and consistency model is essential. We have used
a simple two-level memory hierarchy, shown in Fig. 4,
which can be appropriately configured during the system
design phase for a target application. GAARP consists of a
small, fast cache local to each processing element and a

central memory of larger size that is shared among all the
PUs. The central database is a large off-chip disk storage.

Individual caches residing inside each PU hold non-
overlapping data, e.g., account records, which are fre-
quently accessed and modified by the respective PUs. The
cache works like a write-back cache [6]. But, unlike
conventional microprocessors, the local caches and the
shared memory do not contain overlapping data. The
shared memory can be designed on-chip or off-chip,
depending on required constraints on its size and access
latency. Furthermore, depending on the bandwidth require-
ment of the shared memory, we can increase the number of
read/write ports. Modified information in the local cache
and shared memory is written back directly to the central
database in write-back mode. We ensure that there is no
data coherence problem in the cache by distributing the
writable data to local cache of PUs in a nonoverlapping
manner. In case of heterogeneous computations, if one
particular PU is allocated a task on a piece of data that is not
local to that PU, the data is obtained from the respective PU
through the scheduler (where the record exists) and the
dirty bit for that record is set in the owner PU. Once the
computation on that record is done by the other PU, the
data is send back to the owner PU through the scheduler
and the dirty bit is cleared. The architecture includes a
shared memory that stores general rules of processing that
is utilized by all the PUs and is not unique to some
particular PU, e.g., in case of an OLTP system, some policies
like service plan, etc., might be applied to all accounts based
on a region/date. These policies are the ones that are stored
in the shared memory. The central database communication
with the PUs is also performed through the shared memory.
It is implemented as a write back memory and data is
updated periodically from the shared memory to the central
database. We are, however, not limited to this configuration
and other policies to maintain cache coherence can be
incorporated into the system.

The memory hierarchy shown in Fig. 4 has been utilized
to cater inter-PU communication, as shown in Fig. 5. We
have developed a simple protocol to implement the inter-
PU communication that might exist in case of heteroge-
neous PUs, e.g.,during load balancing mode. Fig. 5 shows a
case in which at least two of the PUs apply the same rules
for the account holders in case of an online credit card

BHUNIA ET AL.: GAARP: A POWER-AWARE GALS ARCHITECTURE FOR REAL-TIME ALGORITHM-SPECIFIC TASKS 757

Fig. 4. Memory hierarchy.



system. We assume that PU1 executes jobs for account
numbers 1 to i, PU2 for account numbers iþ 1 to 2 � i, and
so on. We consider that the processing rules for PU1 and
PU2 are identical, though the individual records serviced
are not the same. In a particular scenario, suppose PU1 is
busy attending to a transaction with record number 75 and
the scheduler finds that it has to allocate a job on record
number 50. If PU1 had been free, it would have allocated
the task to it. However, since PU1 is busy, the scheduler
first checks the expected completion time of this job. If this
expected completion time is less than a threshold (cycles
corresponding to data transfer overhead between two PUs),
it waits for PU1 to be free. On the other hand, if the
expected completion time of the job in PU1 is larger, the job
is allocated to PU2 (which has similar rules) if it is free.
Once PU2 has been allocated this job, the details of the
record have to be transferred from PU1 to PU2. The
scheduler sends a request to PU1 asking for the above
information. PU1 sends this information to the scheduler
from its local cache and sets the corresponding dirty bit to
ensure that, if any other transaction is occurring on the
same record, it does not get the old value. After processing
the record, PU2 sends that data back to the scheduler. The
scheduler sends the processed data back to PU1 and the
dirty bit is cleared.

3.1.3 Data Dependency

Individual processing elements can easily implement a
pipelined design with necessary feed-forward paths to
reduce data-transfer latency. Data forwarding between
pipeline stages or between pipelines in the same PU are
feasible since the processing elements are fully synchro-
nous and the data forwarding paths are local to the PUs.

Feed-forward paths between pipelines in different PUs are
not expected to improve data transfer latency considerably
since the inter-PU data transfer is dominated by the FIFO
latency. It can be noted that the synchronous front-end of
the system does not require any feed forward path. While
intra-PU data dependency is handled by the feed-forward
path inside PU hardware, data dependency between two
PUs is resolved by stalling computation in the dependent
PU until the required data is transferred to it through the
asynchronous interface.

3.1.4 Scalability

The proposed architecture offers easy scalability to accom-
modate larger work-load and to improve throughput. By
increasing the number of functional units, we can achieve
significant improvement in throughput, as demonstrated in
Section 7.2. However, the improvement thus obtained is not
linear. This depends on the job distribution, limitation of the
scheduler, etc. In the architecture we have presented, we
use a scheduler issue-width equal to one, i.e., one job can be
fetched and decoded in a cycle. If it turns out to be the
bottleneck in performance, then we can increase the issue
width by replicating the pipelined front-end. We can also
increase the fetch queue size and tag table size to increase
the number of floating tasks, although it gives very little
boost in performance. Since all the inter-PU communica-
tions are directed through the scheduler (as described in
Section 3.1.1), for each additional PU added to the system,
we need to incorporate just one dedicated bidirectional
FIFO (between the scheduler and the PU). Hence, routing
inter-PU communications through the scheduler not only
results in minimal overhead in terms of hardware require-
ment, but also makes the system easily scalable in terms of
the number of PUs.
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3.2 Circuit-Level Issues

Circuit-level considerations impose many constraints on

variable supply and frequency scaling. In this section, we

discuss the circuit-level issues related to varying VDD and

clock speed. We use the notations V H
DD and V L

DD to represent

the maximum and minimum permissible supply voltages

for a processing unit, respectively.

3.2.1 Choice of Supply Voltages

The number of supply voltages to choose from will largely

depend on the particular application. To change the clock

speed automatically with VDD, we need to vary VDD to the

clock-generating PLL (Phase-Locked Loop), whose settling

time is on the order of 10 � 100�s [23]. Varying the supply

to the PLL helps us achieve supply voltage at any level and

generate the corresponding frequency.
It is, however, not suitable for an application, where the

job execution time is on the order of the PLL settling time.

For these applications, we propose to use a simple counter

as a frequency divider, as opposed to varying the clock’s

PLL to divide the frequency by a factor that is not an integer

[23]. The PLL always runs at V H
DD. A frequency divider

allows us to change the frequency in a few stages at

multiples of 1/2, 1/4, 1/8, etc. We can use the Hspice

simulation to determine corresponding supply voltage to

these frequencies. For applications where the average

processing time for each job is much larger than the PLL’s

settling time, we can scale the voltage of the PLL together

with other components of the processing unit instead of

using a frequency divider.

3.2.2 Rate of Change of Supply Voltages

Burd et al. [3] demonstrated that static CMOS is well-suited

for continued operation during voltage transitions and that

dynamic logic-styles can also be used as long as two

conditions are satisfied: 1) VDD ramps down by less than a

diode drop VBE during an evaluation phase of dynamic

logic (4) and 2) VDD ramps up by less than VTP (the

threshold voltage of PMOS transistors) during the evalua-

tion phase of dynamic logic (5).

dVDD

dt
� �VBE

Tclk
2

; ð4Þ

dVDD

dt
� VTP

Tclk
2

: ð5Þ

For the TSMC 0.18 �m technology and a 1 GHz clock, the

dVDD=dt limit is about 0.2V/ns. We use a more conservative

dVDD=dt rate of 0.05V/ns for our experiments. Hence,

switchingbetweenV H
DD ¼ 1:8V andV L

DD ¼ 1:2V costs 12 clock

cycles. We model the effect of voltage switching to calculate

power consumption in the proposed architecture.
Fig. 6 shows the supply voltage plot for two processing

elements in GAARP. It shows the ramp-up and ramp-down

period for shifting supply voltage during the execution of

several jobs. Once a supply voltage is taken to a state, it

remains there during the idle cycles until the next job is

scheduled in the PU.

3.2.3 Power-Supply Network

To realize DVFS, there are two options for the power-
supply network within a PU: 1) using a single network and
generate different VDDs at different times or 2) using
different networks for different supply. The additional
supply lines in multiple-power-supply network introduce
overhead in terms of energy consumption and die-area.
Present-day embedded systems that implement supply-
voltage scaling use the first option. In GAARP, we have also
used this option to reduce the energy and area overhead
associated with variable supply voltage design in multiple
voltage domains. The supply voltage is adjusted utilizing a
dynamic DC-DC buck converter for the different PUs. We
have used a low-power DC-DC buck converter [28]
implemented in 0.18�m technology with high efficiency
(> 90 percent) and V H

DD ¼ 1:8. The voltage granularity of
the converter is 40mv and it has an output voltage precision
at þ=� 0.8 percent. Our proposed architecture performs
well with 16-level voltage regulations between V H

DD ¼ 1:8V
and V L

DD ¼ 1:2V provided by the voltage converter.

3.2.4 Varying the Clock Speed

DVFS raises three issues for the clock: 1) clock distribution
in the presence of varying clock speed, 2) clock power in the
presence of varying VDD, and 3) synchronization with off-
chip circuitry. We consider each of these issues in turn.
First, as die-area increases with technology scaling, it
becomes difficult to send a signal across the chip in a
single cycle. Since GAARP consists of locally synchronous
elements with multiple clock domains, it avoids global
clock distribution issues. Each clock domain has an
independent programmable local generator [13], [14] and
clock skew is limited to the local clock-tree inside the PUs.

3.2.5 Level Conversion on the Path from V L
DD to V H

DD

In the variable supply voltage scheme of GAARP, the
scheduling unit keeps operating at V H

DD, irrespective of the
operating voltage of the PUs. Level-converting latches are
needed when driving V H

DD blocks with V L
DD blocks (driving

V L
DD blockswithV H

DD blocksdoesnot need converters).Hence,
we do not need any level converters for propagating job
records from scheduler to the PUs. However, load-balancing
may require intercommunication between PUs through the
scheduler. There are two conditions when there is a need of
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level converters: 1) before data processing, i.e., when the
owner PU (PU1) that contains the record is running at a
lower voltage than the scheduler voltage (maximum) and
the scheduler requests it for the data, 2) after data
processing, i.e., when the destination PU (PU2) is at a
lower voltage than the scheduler and it needs to send the
data back to the scheduler.

We change the supply voltage for the local cache inside
the PU, while scaling supply for a PU. This is based on the
assumption that charging/discharging the internal nodes of
the RAM structure for the local cache outweigh the
overhead due to level-converters. If this assumption is not
valid for an application, then we can run the local cache at
V H
DD and use level-converters between the local cache and

other components of the PU. It involves routing an extra
power line for the RAM structures inside the PU. On the
other hand, in case of on-chip shared memory, which is
expected to be much larger in size than the local cache, we
run the RAM structure at V H

DD and use level-converters
between the shared memory and the PUs.

4 SELF-CALIBRATION AND ADAPTATION TO

PARAMETER VARIATIONS

System performance varies significantly with inter-die and
intra-die process variation [24]. Inter-die process variation
causes systematic variation, affecting the maximum operat-
ing frequency of all processing units uniformly, while intra-
die variation can move the operating condition of different
PUs by different margins. In conventional high-performance
VLSI systems, once a chip is manufactured, it goes through a
calibration process, named speed-binning, to calibrate it for
the frequency and voltage range of correct operation. The
GAARP framework presented in Section 2 allows us to
automatically detect the impact of both inter and intra-die
process fluctuations due to its multiple voltage domains and
inherent parallelism. Once the scheduler recognizes the
optimum operating conditions for individual processing
elements (in terms of supply voltage and frequency), it can
dynamically adapt to the process-shift.

The scheduler generates control signals for the program-
mable counters in the PLLs [23] inside PUs. PLL control
signals are used to adjust the frequency output of a PLL
corresonding to a voltage. There is a Test-Mode signal,
which triggers the system to self-calibration mode. The
calibration can be performed in a simple way, as shown in
Fig. 7, by selecting two homogeneous PUs at a time. We
assume that each type of PU has a minimum of two
homogeneous units. There is a comparator attached to the
outputs of the processing units. While calibrating a set of
homogeneous units, first we choose a processing unit as
reference. We assume that a processing unit functions
correctly at the lowest frequency and highest voltage.
Hence, any unit working in this mode can be taken as a
reference unit. Once we choose a reference unit, the
scheduler chooses one test unit at a time, sets its voltage
to the nominal voltage, and assigns the same job to both the
reference unit and the test unit. Then, it continues altering
the frequency for the test unit (with PLL control signals)
until the computation results from the reference and the test
unit matches. This process is repeated for a set of

representative jobs. The reference unit can be characterized
at the end with respect to another precharacterized unit.
The optimum frequency for each of the processing elements

determined in this way is stored in a table inside the
scheduler (Fig. 7) in the form of a set of programmable bits
for the corresponding PLL, which is subsequently used by
the voltage/frequency controller during job allocation.

The scheduler can determine the lowest possible voltage
for each processing unit by dispatching the same job to two
similar units and comparing the results, where one of the
units acts as a reference unit. To find a reference unit, the
scheduler selects two units and applies to both of them the
nominal voltage for which they are designed and continues
altering the supply voltage for both of them until the
computation results match. Once we obtain the same output
from both untis, one of them can be taken as a reference for
characterizing the other units for the lowest voltage of
correct operations. The reference unit can be characterized
at the end with respect to another precharacterized unit.
The optimum frequency and voltage for each of the
processing elements determined in this way are stored in
a table inside the scheduler (Fig. 7), which is subsequently
used by the voltage controller during allocation.

The self-calibration process can be easily extended to
cope with delay variation due to change in ambient
condition. The delay of the circuit changes with ambient
parameters such as temperature, which requires the ability
of the circuit to dynamically calibrate for the varying delay
and adapt supply voltage accordingly. The calibration can
be performed in the way described above. The Test-Mode
signal can be generated from an ambient sensor that detects
any change in ambient condition such as the difference in
temperature between the PUs and their surroundings [26].

If the impact of process shift causes random variations
(due to within-die parameter deviations), operating fre-
quencies of processing elements may move by different
margins, possibly in different directions [24]. For a fully
synchronous system, the operating frequency has to be set
for the worst-case delay variation among all the PUs. On the
contrary, the proposed architecture can vary the frequency
of individual clock domains independent of the others to
accommodate within-die variations. Hence, the highest
possible throughput for a GAARP system cannot be as
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affected as in a fully synchronous implementation in
presence of within-die delay variations.

5 SIMULATION FRAMEWORK

Since a standard simulation infrastructure for GALS
systems is not available, we have developed a parameter-
ized architecture-level simulator for GAARP. The simulator
is partly cycle-based and partly event-driven and models
the globally asynchronous and locally synchronous nature
of system operation. Simulation of activity inside the
pipelined synchronous front-end, as shown in Fig. 1, and
in the PUs are implemented with a cycle-based model.
Asynchronous communications through the mixed-clock
FIFOs are implemented with an event-based model.

5.1 Configuration Parameters and Job Records

Table 1 presents a snapshot of the system configuration file
used as input to the simulator. Most important parameters
are the issue-width for the front-end, which determines
how many tasks are fetched and decoded per global clock
cycle, size of fetch queue, tag table and event queue;
number of PUs and their operating voltage/frequency,
intercommunication delay overhead, etc.

To generate the incoming jobs, we have used two types
of random distributions for the arrival times of the jobs:

. uniform random distribution and

. poisson distribution.

Each job record consists of four primary fields: job size,
arrival time, completion-time constraint, and a file name
corresponding to the input data required to compute the
job, e.g., for n-point FFT, the data-file contains the
information about n complex data points.

5.2 Power Model

To evaluate power dissipation of the proposed architecture,
we used a derived version of Wattch [33] power models for
0.18�m technology. We have used the switched capacitance
models for ALUs, arrays, and buses of Wattch with some
modifications for computation of energy statistics. However,

for the delay and power estimates of mixed-clock FIFO
intercommunication, we have designed and simulated a 4-
cell 8-bit FIFO in Hspice using TSMC 0.18�m technology
models. We have simulated clock power using a switched
capacitance model of clock-grids. In the synchronous mode,
global clock-grid power is added to the local clock-grid
power within each PU.

5.3 Simulator Operation

The simulator takes the system configuration file (Table 1)
and the job distribution as input and produces the results of
computation for the jobs along with performance and
power statistics. The performance is reported both in terms
of global throughput (number of jobs processed in unit
time) and in terms of number of jobs computed in real time.
The job satisfying its time constraint is designated as a job
completed in real time. We assume a general case, where
jobs can have varying time constraints and sizes. For
example, in an online rating system, prepaid transactions
usually have more a stringent completion-time constraint
than postpaid ones. The simulator generates a report about
average usage and power statistics for individual PUs in
addition to average system power.

The simulator, working in an infinite loop, performs the
six steps of pipeline (shown in Figs. 1 and 2) at each global
clock cycle. In the process, it populates the tag table and
fetch queue and, based on the state of the allocation table, it
continues allocating ready jobs waiting in the fetch queue to
the free PUs. The simulator implements the dynamic, out-
of-order, nonpreemptive scheduling algorithm presented in
Section 2.2. If either the fetch queue or the tag table is full,
then the fetch stage stalls until there is an empty space. The
scheduler updates the state of the allocation table in
response to any event generated by the PUs.

To evaluate our proposed architecture, we have also
implemented a corresponding synchronous system running
on a single global clock. The synchronous counterpart
works on the same job distribution and accepts the same set
of configuration parameters. It performs intertask voltage
scheduling dynamically, depending on the work-load,
much in the same way as in the scheduling algorithm
described in Section 2.2. The most important difference
from the GALS mode of operation is that, now, the voltages
of all PUs change together uniformly. Hence, if a particular
job requires operating a PU at a higher voltage than the
current one, it needs to wait for the other PUs to complete
their jobs, which affects the system throughput and the
number of jobs completed in real time.

6 CASE STUDY

We have studied the behavior of GAARP by evaluating
system power and performance for two different applica-
tions. The first application is a typical commercial work-
load of real-time online transaction event processing [32].
Transaction events can be of various types, e.g., database
queries, credit card verification requests, or an instant usage
estimate request of premium resources like air-time of a
mobile phone system. Here, we have taken a specific
instance of real-time transaction processing which performs
rating and billing of calls from mobile phones. The other
system is comprised of variable-size complex-data FFT
operation [31]. We have chosen FFT as a representative
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application since it is frequently encountered in a wide
variety of DSP applications and other scientific computa-
tions like fluid flow modeling and climate modeling [6]. In
this section, we present a brief overview of the salient
features of the two systems.

6.1 Online Transaction Processing System

To map the OLTP application for rating calls from mobile
phone, we designed the PUs as dedicated hardware blocks
implementing the specific rating algorithm. First, we decode
the events to obtain event type, account ID, start andend-time
of the event, etc. Then, we break the total event duration into
multiple shorter durations since different durations may
need to apply different rating rules. We compute the prices
for each duration separately after this stage. Finally, we
accumulate the charges corresponding to each duration and
update the account record.

These steps, as shown in Fig. 8, are mapped into a PU.
Depending on the complexity of the rating rules, this
mapping can be very complex. The processing units take
raw usage data containing user ID, start and end time for a
transaction, various condition flags, network switch IDs,
etc., as inputs. It generates the rated usage records for
updating user accounts and stores in an off-chip central
database. Usually, the rating tasks are memory-intensive
operations and a good percentage of total processing time is
spent in accessing data from the memory. Hence, an
efficient memory hierarchy model is required for imple-
menting such a system. We used a distributed shared
memory architecture [22] for this purpose. In its multilevel
memory hierarchy, each PU has certain account records and
rating rules (protocols) cached in the local memory. They
are backed by a large shared memory in the system level,
containing reference data shared by all PUs. The PUs are
structurally homogeneous, but heterogeneous in terms of
stored data in the local caches. The various rating events are
allocated to various PUs for processing, based on their
account IDs. A job is allocated to the particular PU
containing the corresponding account record. The expected
completion time of a rating operation is computed by using
a simple function of the event type and duration. PUs

periodically access the common central memory for updat-
ing account records and rating protocols.

6.2 Fast Fourier Transform (FFT)

In various signal processing applications, fast and efficient
computation of FFT jobs are essential. Fig. 9 shows the block
diagram of a FFT processing unit. It consists of two butterfly
units for computing two 2-point FFT at a time. It requires
some internal memory and control logic for efficient
addressing. We have used a decimation-in-time algorithm
for butterfly implementation. Each butterfly repeatedly
performs four multiplications, six additions, and one bit-
shift operation for address rearrangement [30]. Since FFT
consists of a number of regular operations (addition,
multiplication, etc.), we can easily estimate the expected
job completion time in terms of the number of cycles from
the job sizes (data points).

For simulation of FFT operation in the framework for
GAARP, we mapped an FFT kernel to an adaptive
hardware unit and incorporated it as a PU. The PUs are
homogeneous both in terms of structure and data distribu-
tion in the local caches. The FFT operation has a small
amount of sustained I/O requirements. Its memory usage is
broadly classified into 3 types: 1) input data, 2) output data,
and 3) roots of unitary matrix (Wn). Processing each
butterfly of FFT requires four floating-point multiplications
and six floating-point additions/subtractions and one bit-
shift operation.

7 SIMULATION RESULTS

In this section, we present the power and performance
results obtained from GAARP simulation framework for the
representative systems described in Section 6. We per-
formed several experiments on each system with varying
job distributions and system configurations. The power and
performance statistics are obtained by running a set of 1,000
randomly generated jobs/events. The arrival times for the
jobs follow different Poisson and uniform random distribu-
tions. We have used 32 KB (256 KB) local cache size of the
PUs for the FFT (OLTP) application with access latency of
one (two) clock cycles. We used a 32-bit data bus for both
applications. Individual processing elements use registers
for storing intermediate results of computations.
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We have run the simulator in three different modes of
operation, as described below:

. Norm (normal) mode: It is the normal GALS operating
mode. The supply voltage and the clock speed of a
PU are changed based on the real-time constraint on
the job. Events are allocated according to their
priority to any available PU (in the case of homo-
geneous PUs) or to an available PU which has an
appropriate configuration to process it.

. Load-bal (load-balanced) mode: It is applicable to only
architectures with heterogeneous PUs. Events are
allocated according to the current workload of the
PUs, assuming there are alternate PUs to share the
loadof a highly loadedPUso that processing loads are
evenly distributed. Load-bal mode may require inter-
PU communications to share local data, e.g., account
record. Here, the scheduling unit manages the task-
transfer from the busy PU to the relatively less-loaded
PU. It is worth noting that, for an architecture with
homogeneous PUs, there is no difference between the
Load-balmode and the Normmode.

. Sync (synchronous) mode: The whole system runs at a
single global frequency, namely, that of the schedul-
ing unit, which we refer to as the system frequency.
The system employs the DVFS scheme as discussed
in Section 5.3.

We have considered 100,000 user accounts and 1,000
event-processing rules as the base database for a typical
online transaction processing environment. We assume that
user account records are equally distributed among all the
PUs so that each account has a target PU for processing.
Events are allocated to a different PU according to their user
ID. Hence, events corresponding to a particular user can be
processed only in one particular PU. For FFT, the job size
varies from 4-point to 32-point FFT. We assume all PUs can
perform an FFT computation of any size. We have used
three different job distributions to observe the effects of job
distribution and system configuration on the power and
performance results.

7.1 Comparison between Norm and Sync Mode
under Different Job Distributions

The system throughput (jobs per millisecond) increases
substantially in the Norm mode for both applications, as
shown in Fig. 10. Here, Dist1 and Dist2 represent the
situation where jobs are arriving in the system with a mean
Poisson interval of 50 and 100 cycles, respectively. Dist3

represents a uniform-random job arrival rate with a
maximum interval of 100 cycles. In Fig. 10a, the OLTP
system shows a 10-25 percent increase in overall through-
put. However, for the mapped FFT application, the increase
in system throughput is much larger, as can be observed in
Fig. 10b. This large difference can be attributed to tighter
real-time constraints and longer average completion time of
the jobs in FFT. The GAARP system is conducive to DVFS in
this environment since it scales voltages for the PUs
separately, while synchronous processing units need to
scale voltage globally. A similar throughput improvement
trend in all three different job distributions shows that the
benefits of our proposed scheme are independent of job
arrival distribution. However, the percentage of improve-
ments is a strong function of the job distribution. Fig. 11
plots the number of jobs completed within the real-time
constraint with a varying number of PUs for the OLTP
system. For all configurations, the Norm mode shows
considerable improvement in real-time completion over
the Sync mode. The improvement, however, degrades with
an increasing number of PU resources since a greater
number of PUs means less average load on them and less
requirement for aggressive voltage scaling.

7.2 Impact of Varying Number of PUs

Fig. 12 shows the behavior of the GAARP system for
changing the number of processing resources. As we can
observe in the plot, system throughput improves with an
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Fig. 10. Comparison of system throughput in the Sync and Norm mode

of operations for different job distributions: (a) OLTP and (b) FFT.

Fig. 11. Comparison of system performance with respect to percentage

of real-time completion with a varying number of PUs for the OLTP

system.

Fig. 12. Comparison of system performance in terms of throughput in
the Norm mode for a different number of PUs: (a) OLTP and (b) FFT.



increase in the number of PUs for all job distributions in
both systems. However, throughput does not linearly scale
with the number of PUs. For a given job distribution, each
system can be characterized with an optimum number of
PUs, beyond which increasing the number of PUs does not
reflect considerably in system performance. For example, in
the case of the FFT (Fig. 12b), system performance more or
less saturates for eight PUs, while, for OLTP (Fig. 12a), it
still has room for improvement for the same number of PUs.

7.3 System Behavior under Load-Balancing

We have also observed the performance of the OLTP
system with workload evenly distributed among the PUs in
Section 3.1. Fig. 13 plots the performance of the OLTP
system in load-balanced mode. It is expected that the Load-
bal mode will provide better performance, since jobs do not
wait for a particular highly-loaded resource. Fig. 13 shows
this trend where the system throughput is consistently
higher in the Load-balmode compared to the Normmode for
a different number of resources. Clearly, resource utiliza-
tion in the case of the Load-balmode is much higher than the
normal or the fully synchronous modes. This is evident
from Fig. 14, which plots average resource utilization for the
three modes with a varying number of processing
resources. The Load-bal mode has much higher resource
usage (� 98 percent) than the other modes.

7.4 Power Dissipation

In this section, we demonstrate the efficiency of GAARP
systems in terms of power in both the Norm and Load-bal
modes. In Fig. 15, the Sync mode power dissipation is used
to normalize the overall system power (including the power
for the pipelined front-end) for the OLTP system. The

relative power values are plotted for three different
resource configurations. It can be observed that the
system-level power consumption in GAARP is consistently
lower in both modes than the corresponding synchronous
system. This is due to the fact that, in a synchronous system,
jobs may, sometimes, need to operate at a much higher
voltage than required to meet the time constraint since some
other PU(s) may already be running at a high voltage. The
average number of times voltage needs to be ramped in a
PU is higher in the case of GAARP, but it is easily amortized
by the total saving in power.

It is expected that load-balancing will improve power
dissipation since it reduces the average waiting time of the
jobs. Jobs thus have more slack in the Load-bal mode and
require less aggressive voltage scaling than normal mode.
This behavior is clear from the plot in Fig. 15, which shows
that load-balancing results in more power saving than the
normal mode. It is worth noting that, by increasing the
number of processing elements, we can achieve similar
effect as load-balancing since it also reduces the average
waiting time of the jobs. Hence, a greater number of PUs in
the system gives more power saving, as shown in the plot.
Similar to the trend in case of throughput (Fig. 11), there is a
saturation point in terms of number of PUs beyond which
power improvement is negligible. For example, little
improvement in power saving occurs beyond six PUs in
Fig. 15. It should also be noted that the power consumed by
the processing units only and the system power (PU power
plus front-end power) may show different trends when
compared between the Norm and Sync modes. Processing
unit power in the Norm mode is usually higher since the
average voltage of operation in this mode is higher than the
Sync mode (to accommodate the higher throughput in the
Norm mode). The amount of extra power consumed by the
processing units in the Normmode over a fully synchronous
implementation for a varying number of PUs is shown in
Table 2. Computation of the total system power shows the
GAARP system to be more efficient, mainly because the
synchronous system remains active for a longer time period
to complete a set of jobs. However, a large percentage of
system power can be saved by efficient clock-gating
techniques [1].

We can observe from Fig. 10 and Table 2 that we obtain a
noticeable improvement in throughput for GAARP systems
at the expense of some extra power dissipation in the PUs.
Because a GAARP system adaptively makes a trade-off
between power and performance based on processing
requirements, we should use a combined metric for
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Fig. 13. Comparison of system throughput between the Norm and Load-
bal modes for the OLTP system.

Fig. 14. Average PU usage in different operating modes for the OLTP

system.

Fig. 15. Normalized power consumption for the OLTP system in different
operating modes.



comparing the effectiveness of the GAARP system with a
synchronous system. We use Millions of Operations Per
Second per Watt (MOPS/W) as another metric of compar-
ison. It gives us an idea about how efficiently system
resources can be utilized to produce the required perfor-
mance with the consumption of the right amount of power.
The metric can be compared with the power delay product
(PDP) in a circuit. We plot this metric for both systems with
a different number of PUs in Fig. 16. The plot shows that we
get more throughput in the Norm mode per unit power for
both the OLTP and FFT systems, which shows the
effectiveness of the proposed architecture in power-aware
applications.

8 CONCLUSIONS

We have proposed a generic architecture, referred to as
GAARP, based on globally asynchronous and locally
synchronous design paradigm, which is amenable to
dynamic voltage and frequency scaling. The architecture
is effective in delivering the expected performance at the
expense of the right amount of power by adaptively scaling
voltage/frequency at task-level granularity. GAARP has,
therefore, potential to be used in applications like real-time
multimedia, online transaction processing, etc.

The advantage can be attributed to the fact that, unlike
synchronous systems, a GALS system has individual
voltage domains that can be controlled separately, depend-
ing on their processing loads. Furthermore, algorithm-
specific tasks, e.g., complex digital signal processing (DSP)
tasks or OLTP, take a large number of cycles to execute and,
hence, varying the voltage at task-level helps to amortize
the overheads of voltage scaling easily.

We have developed a simulation framework for GAARP,
which can be configured for different applications with a set
of parameters. The framework provides power and perfor-
mance statistics for executing a set of jobs in the proposed
architecture. The arrival time of the jobs follows a particular
random distribution (e.g., Poisson). Our simulation results
on two different applications (online transaction processing
and FFT computation) show that the proposed architecture
is more efficient than a fully synchronous implementation,
both employing the DVFS scheme.

The GALS design paradigm intrinsically makes the
architecture robust with respect to process variation since
there is no global clock. Moreover, we have shown that, for
homogeneous processing elements, the architecture can
calibrate and adapt itself to inter-die and intra-die process
variation or delay variation due to change in ambient
condition, e.g., temperature. GAARP is, hence, useful for
scaled process technologies.

The proposed architecture can be easily extended to
more complex scenarios, where each of the processing

elements can be a completely reconfigurable hardware, e.g.,

FPGA, or hardware with limited ability for reconfiguration,

e.g., the Multi-Mode system [12]. Incorporating reconfigur-

able or structurally heterogeneous hardware as the proces-

sing element with appropriate scheduling policy increases

its scope of application.
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