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Abstract— Text mining is a growing field of applications, which
enables the analysis of large text data sets using statistical
methods. In recent years, exponential increase in the size of
these data sets has strained existing systems, requiring more
computing power, server hardware, networking interconnects,
and power consumption. For practical reasons, this trend cannot
continue in the future. Instead, we propose a reconfigurable
hardware accelerator designed for text analytics systems, which
can simultaneously improve performance and reduce power
consumption. Situated near the last level of memory, it mitigates
the need for high-bandwidth processor-to-memory connections,
instead capitalizing on close data proximity, massively parallel
operation, and analytic-inspired functional units to maximize
energy efficiency, while remaining flexible to easily map common
text analytic kernels. A field-programmable gate array-based
emulation framework demonstrates the functional correctness of
the system, and a full eight-core accelerator is synthesized for
power, area, and delay estimates. The accelerator can achieve two
to three orders of magnitude improvement in energy efficiency
versus CPU and general-purpose graphics processing unit (GPU)
for various text mining kernels. As a case study, we demonstrate
how indexing performance of Lucene, a popular text search and
analytics platform, can be improved by an average of 70% over
CPU and GPU while significantly reducing data transfer energy
and latency.

Index Terms— Analytics, energy efficiency, hardware accel-
erator, in-memory computing, reconfigurable architecture, text
mining.

I. INTRODUCTION

TEXT mining, or text analytics, is a growing field, which
employs the statistical methods to find relevant infor-

mation within data sources [1]. An analysis of data sources
is of utmost importance to many businesses [2], [3], and
it is widely accepted that the majority of data containing
business intelligence is unstructured. Meanwhile, the amount
of data needing analysis grows exponentially, with estimates
reaching the exabyte (1018) or zettabyte (1021) levels in the
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coming years. Using distributed computing systems with map-
reduce style applications has become the de facto method
for storing and analyzing large data sets. However, due to
physical limitations—power consumption, space, and cooling
requirements, among others—as well as processor-to-memory
bandwidth bottlenecks within the system itself, the practice
of increasing computational power simply by adding more of
the same processing elements (PEs) will inevitably reach a
fundamental limit [4], [5]. Therefore, the growing volume,
variety, and velocity of data generation necessitate a new
approach to expedite the preprocessing and analysis of data
while reducing the overall power requirements of the system.

A dedicated, yet flexible, accelerator for text analytics
is therefore attractive; however, due to the breadth of the
text analytics field, the number and complexity of differ-
ent algorithms, approaches, and techniques for performing
analysis, and the existing infrastructure of data warehouses
and processing centers, the options for such an accelerator
are limited. We note three critical requirements for such a
system.

1) It must support the acceleration of multiple kernels
found in a variety of common text analytics techniques.

2) It must be amenable to hardware retrofitting and seam-
less operating system integration with systems at exist-
ing data warehouses while requiring minimal host-side
software development and compiler overhead.

3) It must function independent of the input data repre-
sentation (encoding) and potentially accept a variety of
languages as input.

In this paper, we propose a novel reconfigurable hardware
accelerator residing at the interface to the last level memory
device, as shown in Fig. 1, which is designed specifically
to accelerate text analytics data processing applications. The
accelerator connects to the last level memory (LLM) and
host system using the existing peripheral interface, such as
SATA or SAS. By employing massively parallel kernel execu-
tion in close proximity to the data, the processor-to-memory
bandwidth bottleneck, which plagues data-intensive processing
systems today, is effectively mitigated by minimizing required
data transfers, thus reducing transfer latency and energy
requirements. Several architectural customizations, including
content addressable memory (CAM), tokenizing hardware,
a shuffle engine (SE) for bit-specific memory accesses,
and fixed-point multipliers for classification, enable efficient,
hardware accelerated text processing for ubiquitous kernels.
In particular, the hardware is capable of accelerating char-
acter downcasting and filtering for string tokenization, as
well as the token frequency analysis, a basic operation
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Fig. 1. System architecture showing the location of the accelerator and the
last level memory device. Due to the close proximity of the two, the system
bus is only used to transfer the results to the CPU, rather than an entire data
set. This also allows the use of port multipliers without significant bandwidth
requirements, as data processing occurs before the communication bottleneck
is reached.

found in many text analytics and natural language process-
ing techniques, including term frequency—inverse document
frequency (TF-IDF) [6] and latent semantic analysis (LSA) [7].
A data engine that interfaces the LLM to the accelerator also
ensures the input matches the expected or supported languages
and encodings while mapping characters to an internal com-
pressed representation to reduce power consumption.

In particular, this paper makes the following contributions.
1) It presents a reconfigurable architecture with PEs lever-

aging functional units tailored to text analytics accel-
eration, including CAM, shuffled bit-specific memory
access, and fast fixed-point multipliers. The PEs and
the interconnect architecture are optimized based on
an analysis of common text analytics kernels. The
accelerator is capable of significantly improving the
energy efficiency of diverse text-analytics kernels.
To the best of our knowledge, this is the first example
of an accelerator designed specifically for text analytics
applications, which operates at the last level of memory.

2) It describes the custom hardware units and identifies the
optimizations in their implementations for several text
analytics primitives, kernel functions that are common
to many text analytics applications.

3) It presents a custom data engine, which augments the
framework’s capabilities by accepting both ASCII and
UTF-8 encoding, and losslessly compressing input data
when possible (e.g., for English-only text).

4) It validates the proposed architecture and its integration
with a processor-based computing framework using a
field-programmable gate array (FPGA)-based hardware
emulator for the accelerator, and provides area, power,
and delay estimates from synthesis at the 32-nm tech-
nology node. It demonstrates a significant improvement
in energy efficiency with a case study using a widely
used open source text search and index library called
Lucene [8].

The rest of this paper is organized as follows. Section II
provides a brief overview existing work in the related fields,

and summarizes the domain-specific requirements for the tar-
get applications. Section III provides the architectural details
for the proposed accelerator framework in the context of big
data text analytics, as well as the mapping procedure for host
and accelerator application programming. Section IV shows
how the accelerator can be used with Lucene, a popular
text index and search application, and provides background,
application profiling, and kernel analysis. Section V provides
the power and performance results for the selected kernels, and
compares with CPU and GPU. Section VI offers a discussion
of these results, with performance analysis, accelerator inter-
facing, and accelerator application scope. Finally, Section VII
concludes with future directions for the research.

II. BACKGROUND AND MOTIVATION

Text analytics uses the statistical techniques and pattern
recognition to discover meaning in unstructured data. Existing
frameworks built to tackle this problem on a large scale are
able to intelligently divide tasks across PEs in a system.
However, at the current pace of data generation, these systems
will, at some point, reach a fundamental limit for power
consumption, space, cooling, or even cost, making energy
efficiency, either measured as energy delay product (EDP) or
performance per watt, one of the key drivers in designing such
systems for the exascale regime. As the majority of business
intelligence is found in unstructured sources, it is critical
that new techniques are developed to analyze the data in a
time- and cost-effective manner.

A. Existing Work

The design and the development of text mining accelera-
tors have largely revolved around general-purpose accelera-
tion platforms, especially general-purpose graphics processing
units (GPGPUs) and FPGAs using map reduce-style computa-
tions [9]–[13]. We note several limitations to these techniques
that limit their scalability, making them less effective for future
big data text processing.

1) Interfaces and Retrofitting: In most cases, the inter-
faces used for the existing accelerators still necessitate a
large amount of data movement between the last level of
memory, the main memory, and the accelerator memory. This
increases power consumption and negatively impacts perfor-
mance, reducing the benefits gained even for energy-efficient
acceleration. In addition, FPGAs and GPUs that utilize the
PCIe bus for data transfer may not be easily retrofitted to the
existing systems without additional hardware.

2) Distance to the Data: Text analytics applications, which
generally have a large input data set and small output result set,
would largely benefit from a framework in which processing
occurs in close proximity to the data, so that data movement
between the processor and the memory is minimized. Though
FPGAs have been used in close proximity to the last level of
memory as data compression and search engines [14], they
generally do not perform the analytics operations themselves.
Reducing data transfer by bringing computing closer to the
main memory has also been investigated [15]–[17]; however,
we note that bringing computation to the main memory is
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Fig. 2. (a) Overall accelerator architecture, showing eight interconnected PEs (2 × 4 configuration), the controller for SATA/SAS packet snooping and
configuration, as well as an on-chip data distribution engine. (b) Microarchitecture of the PE, showing separate lookup and data memories with an output SE
for bit-specific access. The core consists of an instruction table, register file, datapath, and a small CAM.

not as scalable as bringing computation to the last level of
memory, because data must still be transferred up the memory
hierarchy. It is also not as effective for big data processing,
since the amount of main memory available to a system is
significantly more limited than the amount of local last level
storage that can be connected through the use of SATA/SAS
expanders.

3) Flexibility Overhead: Both GPUs and FPGAs are
general-purpose accelerators; neither is specifically geared
toward text analytics. The FPGA’s spatial reconfigurability
has high interconnect overhead and generally low operating
frequencies, while the GPGPU’s instruction-based execution
allows for higher operating frequencies, but does not provide
customized analytics-centric datapaths. Both platforms contain
extra functional units and memories, which are required for
general application execution, but may be extraneous to the
text analytics domain. These hardware resources increase the
area and leakage power without necessarily improving perfor-
mance. For an accelerator located at the last level of memory
(Fig. 1), including domain-specific hardware while excluding
extraneous peripherals can drastically improve performance
and scalability for future data intensive applications.

In comparison with other coarse grained reconfig-
urable array-style accelerators, such as MorphoSys [18] or
AsAP [19], we note that the improvements in performance
and energy efficiency can be attributed to the following:
1) accelerator proximity to the last level memory, with intelli-
gent data transfer between the two; 2) text analytics-inspired
functional units; and 3) multilevel hierarchical interconnect
based on typical dataflows for text mining applications. The
proposed accelerator capitalizes on these in addition to flexibly
supporting task-level or application-level parallelism. Other
platforms like Totem [20] enable the automated design of
domain-specific reconfigurability, but domain specificity is
achieved at a lower logic circuit level, rather than as domain-
targeted kernel functional units.

B. Application Survey

We present a survey of common text analytics techniques
in which specific kernels are identified as amenable to accel-
eration in an off-chip framework. In general, these are kernels
that are found in many analytics applications and are easily

parallelized [13]. We note that many text mining applications,
including text indexing and search, pattern mining, summa-
rization, sentiment analysis, classification, and among others,
require similar preprocessing steps.

1) Tokenization: Dividing a text stream into a series of
tokens based on specific punctuation rules.

2) Change of Case: Changing all characters to lower case.
3) Stemming: Removal of suffixes from tokens, leaving the

stem.
4) Stop Word Removal: Removal of common, potentially

unimportant words from the document.
5) Frequency Analysis: Counting the number of times each

(stemmed) token has appeared in an individual document
and the corpus as a whole.

Tokenization, change of case, and frequency analysis repre-
sent three kernels, which are trivial relative to the complexity
of the full application, but are nevertheless necessary and time-
consuming tasks. Stemming and stop word removal can be
considered extensions of frequency analysis, and are poten-
tially more complex depending on the target language.

In addition, while the classification kernel is not considered
to be a preprocessing step, it is common to several text
mining applications, and was therefore being considered in
the architecture.

III. HARDWARE AND SOFTWARE FRAMEWORK

In this section, we describe the proposed text analytics
accelerator hardware in detail, including the PEs, the func-
tional units, the interconnect network, the controller, and the
data engine (Fig. 2). We also describe the application mapping
techniques applied to both the host-side and the accelerator
side, and consider the implications to I/O throughput when
using the proposed accelerator.

A. Processing Elements and Functional Units

The accelerator contains an array of interconnected PEs,
each capable of executing instructions for datapath and
lookup operations, similar to the architecture described in [4].
However, we note that several distinctions exist, which enable
the acceleration of text mining applications, as opposed to
a more general framework. In particular, the size of the local
interconnects (eight PE versus four PE), the levels of hierarchy
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TABLE I

CONFIGURATION OF THE ACCELERATOR ARCHITECTURE

(two level versus three level), the PE microarchitecture, and
the memory design (flash versus SRAM).

The architecture details for the text mining accelerator are
provided in Table I. PEs are designed to accelerate a wide
range of text analytics tasks while minimizing data movement,
as shown in Fig. 2. This is accomplished by accelerating
individual text mining primitives, as listed in Section II-B.
Here, we describe how one of the more complex operations,
TF counting, can be accelerated.

1) Term Frequency Counting: Analyzing how often a term
appears in a document is one of the key operations performed
on the textual data. It enables the statistical analysis of a given
document, and can be used in the TF-IDF and LSA algorithms.
Because it is so common, dedicated hardware is added to
the each PE, which is capable of efficiently counting the
occurrence of terms in the data set [21]. Two kinds of memory
are used for this task: first, a CAM, which enables single-cycle
lookup of terms already encountered [22]–[24], and second,
an SRAM array, which stores the corresponding term counts.
When presented with an input term, the CAM searches all
memory locations in parallel; if a match is found, the match
line (ML) for that word goes high, and if no match is found,
a signal is generated, which stores the search term in the
CAM memory. A high ML is detected by the ML sense
amplifier (MLSA), which enables the bitline precharge cir-
cuitry and the corresponding wordline (WL). The value at the
specified SRAM address is automatically read, incremented,
and written back to the same location. This process, as shown
in Fig. 3, reduces the number of instructions required to count
terms in a document considerably. Rather than relying on
a software hash table or a similar data structure, the CAM
enables single-cycle, parallel lookup, without collisions or
requiring support for chaining or other collision handling
techniques. Furthermore, the adder has a very small hard-
ware overhead, and no special hardware is required for hash
computation, a process which would otherwise require several
software cycles to compute. The CAM, however, is a limited
hardware resource, and so must be carefully sized in order to
avoid overflow.

An analysis of a typical English text data set reveals the
interesting properties of the text; in particular, while a large
number of tokens may be present, a relative few of them are
unique. For example, in an English text data set containing
1.8 million tokens, roughly 37 000 (2%) were found to
be unique. While this can differ between languages and
data sets, the general case of a full CAM can be handled

Fig. 3. Hardware implementation of TF counting using CAM and SRAM for
storage. Data input, output, and some control signals are shown for reference.

by: 1) consolidating terms/frequencies when a maximum count
is reached by any one PE within a cluster and 2) writing terms
and frequencies to file and merging later. Both methods incur
some overhead, but it is significantly less than comparable
software methods (e.g., hash table chaining or rehashing
when full).

The limited CAM resource can additionally be viewed as
beneficial. Before counting terms, it is common to perform
a stemming operation, which removes suffixes like “-ing”
or “-ment” from terms. Here, the bitwidth of each CAM
entry plays an important role in how individual terms are
counted. Using a 30-bit wide CAM, and using only 5 bit
to represent each lowercase ASCII character in the Latin
alphabet, up to six characters can be stored. These physical
limitations perform a kind of naïve stemming operation, where
the ends of words longer than six characters are truncated.
In practice, this will not perform as well as a more complicated
stemming algorithm, but will still result in a similar frequency
table for a large data set. A preliminary analysis with rank
biased overlap [25] shows little difference in TF-IDF score
lists generated from input text based on this method, or the
more complex Porter stemming algorithm [26] for a large body
of English text. With a persistence parameter (denoted by p)
of 0.95 (that is, a 95% chance a person comparing the lists
will compare two entries and continue on to the next line),
the lists share a similarity index of 92%; for p = 0.90, this
increases to 95%; for p = 0.75, they are nearly identical,
at 99% similarity. In many applications, especially mining
large data sets on a low power budget, this method offers
a tradeoff between speed and accuracy.

B. Interconnect Network

PEs are organized in a two level hierarchy. The lowest
level of hierarchy consists of eight PEs in a cluster connected
by a shared bus, with 8 bit dedicated per PE (Fig. 4).
The choice of an eight PE cluster helps accommodate the
frequency counting application, which benefits from high-
bandwidth intracluster communication. However, intercluster
communication is far less frequent, and so the architecture
may be scaled by adding multiple clusters connected by a
16-bit routerless mesh interconnect fabric. Previous works
have proposed the similar interconnect hierarchies [27],
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Fig. 4. Interconnect fabric of the accelerator, with eight PEs sharing data
through dedicated bus lines within a single cluster, and clusters connected
together with a mesh interconnect.

but these generally rely on routers to transfer data where
needed. Due to the infrequent intercluster bus usage, this is
not required in many text mining applications. The routerless
design is made possible by providing a dedicated connection
for one of every four PEs in the cluster to the shared bus,
making it responsible for reading and writing data.

C. Control and Data Engines

The control and data engines are integral parts of the
accelerator, which are used in data I/O and preprocessing.
The control engine is responsible for intercepting and relaying
commands from the SATA or SAS port to the LLM device.
Upon receiving a special command (e.g., accessing a particular
location in memory, where the accelerator configuration is
stored), the control engine initiates the required transfers
from the LLM. Meanwhile, the data engine is responsible
for distributing data among the PEs. In addition, the data
engine contains specialized hardware for data preprocessing.
As the majority of data is encoded using UTF-8, it is important
to verify that the incoming data are compatible with the
framework. The presented architecture is specific to English—
therefore, if only English is expected, it is sufficient to check
the most significant bit (MSB) of every incoming byte to filter
ASCII-coded characters (which are identical to single byte
UTF-8 characters) from multibyte UTF-8 characters, which
always contain a 1 in the MSB. In addition, if enabled, the data
engine is capable of changing the case of every incoming byte
by setting the fifth bit position to 1. Finally, the constant value
of 0 × 61 is subtracted, mapping every valid character (a–z) to
the lower 5 bit. As a special case, punctuation and whitespaces
are mapped to a constant 5’b11111, which is later used by the
tokenization primitive when identifying tokens.

D. Application Mapping

Applications are mapped to the framework using a custom
software tool. Because applications are based on a combination
of the available primitives, application mapping is simplified

to a series of instruction macros, which operate on all data
in parallel. These instructions are parsed and compiled into
a bitstream, which can be loaded into the PE instruction
memory. Examples are provided here; lower level instructions
(e.g., datapath or memory access) are also available for appli-
cation programming.

1) getNewData(): It instructs the data manager to read out
and save the entire data memory and retrieve new data
for processing.

2) toLowerAll(): It sets all the bits in the position fifth bit
position to 1.

3) countFreqAll(): It iteratively transfers data stored from
the memory start (up to a null terminator) to the fre-
quency counting functional unit, implicitly tokenizing
during execution.

4) classifyAll(): It performs naïve Bayes classification on
stored data.

In particular, these macros are translated into RISC assem-
bly instructions using optimized code templates, which contain
all the instructions, looping constructs, and registers used for
the control flow for the particular function. These assembly
instructions are output primarily for debugging and readability;
they are subsequently compiled into the machine instructions
for the PEs. The sets of 256 × 32 bit words, one set per PE,
are loaded sequentially at runtime into the PE’s instruction
memory. The order in which PEs are programmed is hardcoded
into the framework, and corresponds with the compiler output.

On the host side, small modifications to the existing applica-
tions must be made to facilitate acceleration. In the host code,
a filestream is opened to a specific memory location, and these
commands are intercepted by the accelerator. Data written to
this stream are used for initialization and configuration.

E. System Architecture

As previously mentioned, the proposed accelerator is
designed to operate at the interface between the I/O controller
and the LLM. A common setup, shown in Fig. 1, may
include port multipliers or expanders used to increase the
system’s storage capabilities. When designing this system, it is
important to consider the maximum read/write speeds from the
LLM, such that the communication channel does not become
a bottleneck. For example, SATA III (6 Gb/s) may not be
sufficient for more than one high-speed solid-state drive.

With the proposed accelerator, more drives could be
attached to the same channel, greatly expanding the storage
capabilities of the system. There will still be a bottleneck for
writes from the CPU; however, once the data are in storage,
it can be processed before reaching the bottleneck, and can
vastly outperform another system with equivalent storage,
which relies on the data transfer between the CPU, the main
memory, and the LLM.

IV. LUCENE: A CASE STUDY

To evaluate the effectiveness of the text mining accelerator
on a real-world application, we analyzed the kernel functions
used in Lucene, one of the most popular open source full-text
search software libraries [8]. Though Lucene’s development
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Fig. 5. Lucene indexing software flow, showing the major operations
beginning with an input document, and ending with an inverted index.
A description of these operations is provided in Section II-B.

was initially targeted for text search applications, with the
advent of big data, it is now used largely for text analytics
and data mining applications [28].

A. Lucene Optimizations

In general, the attempts to optimize Lucene will focus on
software optimizations or, if more significant improvements
are required, improving disk performance or I/O bandwidth by
updating the LLM devices or increasing the available system
memory. For mining very large data sets, however, small
software optimizations may not be sufficient, and hardware
upgrades may not be feasible, especially for enterprise-level,
data warehouse applications.

Improving search performance often comes at the cost
of more complicated indexing strategies. Internally, Lucene
utilizes an inverted index [29], which tracks, among other
things, in what documents certain words are located. This
task, though usually done once for a data set, is compute and
data intensive, and must be done for each incoming document.
However, the searching of an inverted index is essentially a
lookup and merge operation and, therefore, runs very fast once
the data are in the main memory.

B. Lucene Indexing Profile

From an architectural standpoint, the major operations
undertaken by the standard Lucene indexing software flow
are shown in Fig. 5, and include tokenization, downcasting,
frequency counting, sorting, and writing to disk.

By running HPROF [30], the built-in Java profiler,
on Lucene 5.3.1 [31], indexing can be categorized into
five major categories at the implementation level: downcast-
ing, tokenizing, I/O, frequency counting, and other Lucene
operations.

Fig. 6. Profiling results on Lucene for a 1- and 50-GB data set show little
difference between time spent performing the various functions. I/O (reads)
still dominates, taking approximately 40% of the runtime, approximately
equal to the combined runtimes of the three main processing steps: frequency
counting (FRQ), tokenizing (TKN), and downcasting (DNC).

Depending on the size of the data set indexed, the per-
cent breakdown can change. For example, Fig. 6 shows the
results for the 1-and 50-GB English text data set used in the
experimental setup. For both data sets, the majority of time
(4̃0%) is spent in in the native I/O methods, specifically the file
reads and directory reads, if any. This is approximately equal
to the time spent in downcasting, tokenizing, and frequency
counting combined. Regardless of data size, the I/O time will
be drastically reduced by operating at the last level of memory,
especially considering that port multipliers or expanders may
be used, as described in Section III-E.

When including I/O acceleration, nearly 80% of the opera-
tions done by the standard Lucene indexer can be accelerated
using the proposed architecture. While NBC is not included
as part of the standard indexing strategy, recent versions of
Lucene include an NBC API, which can use the document
index for classification; therefore, NBC acceleration is also
considered in the results.

V. RESULTS

In this section, we describe how the proposed accelerator
architecture was evaluated using a series of benchmarks taken
from Lucene, which exercises the functions performed by
the accelerator. These kernel applications were first run on
a hardware emulation platform to verify timing and functional
correctness. Then, the results for a modern quad-core CPU and
a workstation GPU were compared with area, power, and delay
estimates from a synthesized 32 nm (SAED 32-nm educational
design kit) implementation.

A. Emulation Platform

The hardware emulation platform is a stand-alone system
intended to emulate the proposed accelerator and functionally
verify its operation and timing. It consists of two separate
FPGA boards, a Terasic DE4 (Stratix IV EP4SGX230 device)
and a DE0 (Cyclone III EP3C16F484 device). The DE4 serves
as the LLM device with a built-in text mining accelerator,
while the DE0 serves as the host CPU, as shown in Fig. 7.
This is in contrast to the typical accelerator setup, where the
DE4 would be configured as an accelerator only and connected
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Fig. 7. (a) System-level architecture of the accelerator emulation platform.
A Terasic DE4 FPGA board serves to emulate the last level memory flash
storage with a built-in accelerator, while a Terasic DE0 houses a host CPU
with large main memory (SDRAM), its own flash storage (CFI Flash),
two timers (CPU and high resolution), and finally a JTAG/UART port for
terminal communication. (b) Photograph of the emulation platform, showing
the DE4, DE0, and the interconnect via GPIO.

to commodity hardware. Because the DE4 serves as both the
accelerator and the last level memory device, the host will not
be involved beyond the initial control signal generation and
reading back results.

In addition to the last level (flash) memory device, the accel-
erator also contains a small CPU serving as a flash controller,
and the accelerator itself, consisting of eight interconnected
PEs with a memory managing data interface, operating at
a maximum frequency of 112 MHz. Resource utilization,
as reported by the Quartus II software, is provided for
reference in Table II.

The accelerator also contains a module that decodes the
input text and verifies that it is in a compatible encoding,
as described in Section III-C. Control signals in the accelerator
are monitored using SignalTap II Logic Analyzer.

Meanwhile, the host CPU is a Nios II/f core, which is
programmed in C using the Eclipse IDE with Nios Software
Build Tools, and executes the target applications using the data
and processing resources of the LLM and accelerator. The
host CPU has interfaces to 8 MB of main memory (SDRAM),
a CFI flash interface for storage, two timers (CPU and high-
resolution stopwatch timer), and a JTAG/UART interface
for user and program I/O. The two boards are connected
and communicate using a standard three-wire SPI protocol.
Applications running in the accelerator do so with no host
CPU intervention, so the host is free to perform other tasks,
while the accelerator performs all processing functions. Note
that the PE programming is performed on the emulator just as

TABLE II

FPGA RESOURCE UTILIZATION FOR EMULATOR

described in Section III-D. When processing is complete, the
host can read results back from the memory.

B. Experimental Setup

The CPU and GPU experiments were conducted on a server
running Ubuntu 12.04 x64, with an Intel Core2 Quad Q8200
at 2.33 GHz [32], 8-GB DDR2 memory at 800-MHz,
1-TB WDC HDD, and an NVIDIA Quadro K2000D GPU with
384 multiprocessors and 2-GB GDDR5 memory. Because the
CPU was implemented with the 45-nm technology, relevant
area, frequency, and power values are scaled down to 32 nm
to match the GPU and synthesized accelerator. CPU applica-
tions were compiled with the latest GCC toolchain, and used
maximum optimization and processor-specific flags to achieve
the highest possible performance. For GPP measurements,
timestamps were obtained using the clock_gettime POSIX
interface [33], and multiple iterations were averaged to reduce
the effect of noise from background system processes. GPU
measurements were obtained using the high-resolution CUDA
event timers for both data transfer and execution latencies [34],
and kernels were executed using launch parameters that were
found to maximize thread occupancy for the entire core.

Energy measurements include I/O transfer energy to
more fairly compare the platforms in a real-world setting.
We assume a value of 13 nJ for transferring a bit from the last
level memory to beyond the main memory [5]. I/O transfer
rates are fixed at the ideal 6-Gb/s (SATA III) rate in order
to remove any potential variations, including background I/O
and differences in seek time between the kernel launches
on both CPU and GPU. In practice, the transfer energy and
the latency constitute a major percentage of the results for
all preprocessing kernels due to the size of the data being
transferred, and the complexity of the memory hierarchy
between the LLM, the CPU, and the GPU, compared with
the low instruction count of the kernels.

For the accelerator, we assume a value of 15% of the
CPU/GPU data transfer latency. This is a possible scenario
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Fig. 8. Comparison of (a) throughput (Mb/s) and (b) energy (joules) for the four kernels. Tokenizing (TKN), frequency counting (FRQ), downcasting (DNC),
and classification (CLA), among the four platforms.

Fig. 9. Comparison of EDP for the application kernels among the four
platforms. The accelerator has consistently lower EDP (and thus, greater
energy efficiency) than the other platforms.

considering a combination of port multiplier usage and the
associated reduction in physical distance between the LLM
and the PEs, in addition to the fact that the data no longer
need to pass through the I/O controller and main memory
before processing occurs. Finally, the results are compared
on raw throughput, iso-area throughput, and energy efficiency,
measured as the product of energy and time (J × s). The
testing data set used on all platforms was comprised of a
number of UTF-8 encoded English Wikipedia pages whose
total uncompressed size is 1 GB.

C. Indexing Acceleration

Several kernels from the Lucene library were executed
on all three platforms in order to evaluate the power
and performance improvements of the proposed accelerator.
In particular, downcasting (DNC), tokenization (TKN),
frequency counting (FRQ), and classification (CLA) were
tested. All kernels were verified for functional correctness
compared with the output of other platforms. Raw throughput
[in megabits per second] is shown in Fig. 8(a); the results for
total energy (in joules per gigabyte) are shown in Fig. 8(b),
and the EDP for each application is shown in Fig. 9. Note
that the throughput values, displayed inmegabits per second,
represent the kernel execution throughput, because at the given
interconnect speeds, none of the platforms are limited by the
transfer bandwidth. This effectively facilitates a comparison
based solely on architectural differences among the platforms

Fig. 10. Breakdown of transfer and compute energy. Except for the
accelerator, transfer energies are constant among the other platforms, while
compute energy varies widely.

(e.g., datapath customizations and interconnect fabric). Finally,
the energy breakdown is shown in Fig. 10.

1) Downcasting and Tokenizing: The process of downcast-
ing and tokenizing characters is an integral preprocessing step
in the vast majority of text analytics kernels. Both of these ker-
nels are easily parallelized—in the case of downcasting, this
can be done at the byte level regardless of word breaks, and for
tokenizing, this can be done by intelligently transferring data
up to a whitespace or other delimiter. In either case, the serial
CPU implementation was found to be inefficient relative to
the other platforms, as the GPU implementations improved the
CPU performance per watt by 4.6× and 4.2× for tokenizing
and downcasting, respectively. Meanwhile, the performance
per watt of the accelerator was found to be two orders
of magnitude greater than the serial CPU implementation—
around 443× for tokenizing and 262× for downcasting. This
is primarily due to the accelerator’s proximity to the LLM and
the lightweight core architecture. In most cases, the throughput
of the accelerator and the GPU platforms is comparable, while
the accelerator is significantly more energy efficient, as shown
in Fig. 9.

2) Frequency Counting: Frequency counting was directly
implemented on CPU and GPU using the available resources.
However, the proposed framework utilizes a custom hardware
functional unit for frequency counting. Because power and per-
formance values reported in the literature vary widely for vari-
ous CAM sizes, types, implementations, and technology node,
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we elected to simulate the operation of a custom
1024 word × 30 bit (CAM) and 8-bit (SRAM) memory, along
with an MLSA and other interfacing logic using 32-nm low
power models [35].

The SRAM array was based on the standard 6T SRAM
cell, and the CAM array included three match transistors per
cell implementingNAND logic for the match operation. Power
and performance of the SRAM cells were compared with
CACTI [36] output for the same technology node, and were
found to agree well with the estimates. The power estimates
for the decoder and output logic are added to the results.
Finally, area estimates are taken directly from CACTI for a
1024 word × 64 bit memory. Note that this is an overestimate,
as the accelerator memory is only 1024 word × 38 bit, with
30/38 bit incurring a three-transistor area overhead per cell.

The simulated operation is as follows. For a single fre-
quency count operation, search data are driven onto the search
lines SL and SL. A match at a given row causes the ML to go
high, driving the bitline precharge circuitry and corresponding
WL of the adjacent SRAM row. This value is read by an 8-bit
adder, which increments the value before writing it back to
the array.

The total dynamic read energy for the 8-bit SRAM word
was found to be 1.6E-10 J, while a CAM match was found
to require 0.4 fJ/bit/search or about 1.2E-11 J for the array,
consuming 25 mW at the nominal 2-GHz frequency. Finally,
we estimate the 8-bit adder energy, also synthesized with
the 32-nm low power model, to be 1.4E-15 J, for a total
of 172 pJ/operation. This is in addition to the necessary
accelerator operations for the given kernel. Since the number
of instructions varies based on the data set, we assume a worst
case constant six characters per word, requiring six cycles to
move data, and two cycles to process and store the result,
and several cycles for data transfer and looping. In total, this
requires under 12 s/GB of data for the worst case.

In comparison, the CPU and the GPU required the use
of hash tables to realize the same functionality as the
CAM/SRAM array described earlier. The serial CPU imple-
mentation required 59.6 s/GB of data. In contrast, the GPU
finished the task in 11.8 s/GB. Though the raw performance
of the GPU was higher than that of the proposed accelerator,
it was far less energy efficient—the accelerator improves the
EDP by 200× versus CPU, and 30× versus GPU. This is
once again due to the close proximity to data and the custom
TF counting hardware.

3) Classification: Unlike downcasting, tokenizing, or fre-
quency counting, the classification routine was not a low
instruction count preprocessing kernel. Instead, it was a full
routine, using hundreds of instructions on all platforms, includ-
ing many branch statements and multiplications. Fixed-point
multiplication was used on all platforms. No custom hardware
was used to implement the classifier in the accelerator, so the
total raw throughput strongly favored the GPU, although the
accelerator still demonstrated an improvement in EDP.

D. Lucene Indexing Acceleration

We estimate the percent performance improvement in run-
ning the Lucene indexer by using the accelerator compared

Fig. 11. Iso-area comparison (per mm2) of data processing through-
put (Mb/s), with the average EDP improvement shown in the line plot.
Note the one-to-four order of magnitude improvements in iso-area throughput
versus CPU and GPU, depending on the kernel, and the relatively consistent
average EDP improvement across all benchmarks.

with the serial CPU and parallel GPU implementations.
As mentioned in Section III-E, the I/O latency improvement
can vary depending on a number of factors. In Section V-B,
we assume 15% of the CPU/GPU latency, resulting from a
large ratio between total required bandwidth and available
link bandwidth in addition to the physical distance reduction
between LLM and the PEs. Under these conditions, the largest
single improvement would come from the reduction of data
transfer latency, reducing the percent time taken from 39% to
an estimated 6%, compared with a similarly loaded commodity
system. Once the data are transferred to the accelerator, the
custom hardware and the parallel execution of kernels for
downcasting, tokenization, and frequency counting can further
improve individual kernel performance, resulting in a total
estimated improvement of 70%.

E. Iso-Area Comparison

An iso-area comparison is useful for comparing the perfor-
mance while accounting for the area overhead from various
extraneous functional units. The area measurements for the
CPU and GPU are estimated from the die area of each
platform, scaled to the same technology node. In the case of
CPU, the area is divided by the number of active cores (1/4),
as the code was single threaded and ran on only one core.
Because GPU occupancy was maximized (as described in
Section V-B), the full die area is used. For FPGA (emulator)
area, this is estimated using the resources used in the mapping
divided by the total amount of available resources. Finally, the
projected accelerator size is based on the estimate provided
by Synopsys DesignCompiler combined with memory area
estimates generated using CACTI for the same technology
node, totaling 0.62mm2. The comparison, shown in Fig. 11,
reveals an average 10× improvement of the accelerator versus
the GPU, and over 100× improvement versus the CPU. This
is consistent with the small footprint design of the accelerator
datapath. Furthermore, the accelerator demonstrates energy
efficiency (Mb/s/W) improvements on the order of 64× versus
CPU, and over 10× versus GPU.

VI. DISCUSSION

In this section, we discuss the results of simulation and
hardware emulation, and the comparison with CPU and GPU
for the series of text analytics benchmark applications.
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A. Benchmark Performance

By using hardware acceleration, it is possible to significantly
reduce the power consumption and latency of text analytics
applications. This was demonstrated using kernels from the
Lucene text search and indexing application. Note that all
tested benchmarks were amenable to SIMD-style paralleliza-
tion, and their performance on an eight-core accelerator, even
running on a significantly lower speed FPGA, still outper-
formed the single-threaded CPU in terms of energy efficiency.
The simulated custom implementation of the accelerator can
further improve energy efficiency for both data transfer and
computation.

In addition, the frequency counting simulation results show
great promise for a hardware implementation of TF counting.
Note that the design of the SRAM/CAM cells, decoders,
muxes, and SAs is a proof-of-concept, and while functional,
it is far from optimized. Using more advanced low-power
circuit design techniques, it can consume even less power and
improve the EDP. For example, the current timing slack in the
memory array can be capitalized on by lowering the supply
voltage to take the advantage of the quadratic reduction in
power consumption.

One important consideration is the correlation between the
results of individual kernel acceleration, compared with the
profile results provided in Section IV. Each of the steps from
Fig. 5 will be performed sequentially, and we know from pro-
file results the relative duration of each step. If, for example,
the input text is already in lower case, then the downcasting
becomes unnecessary and can be wholly omitted. This can be
demonstrated by preprocessing a data set to all lowercase, and
omitting the downcasting calls in the Lucene StandardAna-
lyzer. Doing so results in an equivalent output, but 5.7% reduc-
tion in overall execution latency (from 48.8 down to 44.4 s for
1-GB data), which agrees well with the profiled values, where
DNC was found to take around 6% of the total runtime.

Similarly, the IndexWriter uses hash codes to track term
occurrences in a document. A frequency table could instead
be integrated, which provides ready-to-use term frequencies
for each document. This has the added benefit of significantly
less data transfer, since only unique (stemmed) terms and their
frequencies need to be transferred for each document. Using
this method can also replace the typical stop-word removal
procedure (e.g., using the StopFilter in the StandardAnalyzer);
instead of comparing tokens with a predetermined list of
English stop words, those words which are most common
(according to a sorted frequency table) can be removed from
the index.

We have also considered the effect of the simple (truncation-
based) stemming on search accuracy. It is known that a
simple stemming will not yield the same search results as
a more complex stemming algorithm, or no stemming at all;
however, the actual effect it has depends on many factors.
To study this, we implemented a SimpleStemmer class in
Lucene, and ran the indexing on 1 GB worth of English
text files. When compared with the search results that used
the EnglishAnalyzer with the PorterStemmer, the results were
indeed different, but the top 3–5 hits were generally the same;

occasionally, one item was swapped for another in the ranking,
and the lists tended to diverge after the first few results.
However, these differences could potentially be addressed or
mitigated using a different scoring or sorting approach for the
SimpleStemmer.

B. Memory-Centric Architecture

Memory constitutes the vast majority of the area of each
PE in the proposed framework, upward of 90%, and nearly
all the power, dynamic and static, consumed in the PE. This
is primarily due to the relatively low-cost (power and area)
datapath and control logic. As such, the accelerator will
benefit greatly from the implementation of novel, nonvolatile
memory technologies, such as resistive RAM or spin-transfer
torque RAM. Many of these technologies promise lower
power, faster access times, smaller footprints, and greater
robustness and reliability for both the traditional storage and
CAMs [21]. As these technologies mature, there is a huge
potential for the improvement in on-chip PE density that will
not be limited by the size, complexity, or power requirements
of the datapath or interconnect.

C. In-Memory Computing

The proposed accelerator architecture can be situated in one
of two locations for effective operation. In one case, it can be
located at the interface between the last level of memory and
the main memory, as previously described. This is a similar
setup as the emulation platform, which has the accelerator
between the last level (flash memory) storage and the host
CPU on the separate board. Alternatively, it may be possible to
augment the last level memory devices in the future to contain
the PEs themselves, a feature which would entirely remove
the need for external data movement. Such an architecture has
been previously proposed [4], [37] and represents the extreme
case of many-core off-chip processing. Note that this scenario
would require a complete redesign of the LLM, and does not
work with the traditional hard disks. In the meantime, the
proposed accelerator is designed to be situated at the interface,
enabling immediate retrofitting into the existing data ware-
houses, and accelerating data processing with a special data-
path, lookup operations, and an interconnect fabric customized
to the specific needs of text analytics kernels. In addition, this
method works with all LLM technologies, regardless of the
underlying storage mechanism, because the disk’s I/O interface
provides a level of abstraction from the lower level LLM
implementation details. This fulfills one of the requirements
for a readily adoptable text acceleration platform.

The second of these requirements is realized by the nature of
the accelerator/OS interface. In order to perform the necessary
operations, the proposed accelerator can interface between
the OS and LLM using the existing connections, as shown
in Fig. 2(a). Minimizing the interface overhead is critical for
widespread adoption of the framework. As it sits between
the main memory and last level storage, the accelerator will
need to relay requests from the OS to the LLM in normal
operation, making a separate connection from the LLM to
the system bus unnecessary. It is also assumed that the data
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for processing will generally be stored on dedicated disks,
not the system disks or boot drive, and therefore, the OS
will not typically need to access data in parallel. To initiate
accelerator operation, kernels identified by the programmer, as
well as any supplementary information such as URIs to files
or folders for processing, are sent as an SATA DMA_WRITE
command to a special region of the LLM (i.e., D:\.accel).
This is known a priori by the accelerator and rather than
being relayed to the LLM, it is intercepted and written to
the registers in the accelerator, which configure the operation.
Because the OS is expecting an asynchronous DMA operation,
it can continue its own tasks, while the accelerator configures
itself and performs the required functions on the data stored
in the LLM. In the case where the CPU needs to access
data on a disk currently in use by the accelerator, the CPU
can preempt the accelerator once the SATA command FIFO
(in the accelerator) is full. A batch relay of commands will
occur, including transfer of any required data to the main
memory. Thus, the interfacing is accomplished with minimal
software overhead, a small modification to the compiler, and
no further OS intervention.

D. Extensions to Other Languages
As presented, the accelerator is a proof-of-concept for

off-chip text analytics acceleration. While the current design
operates best on English language documents represented
by 8-bit/character ASCII/UTF-8, it is feasible to extend the
accelerator to other languages. However, there are still some
specific requirements, which must be met to use the accelerator
in its current state for other languages. In particular, the target
language must be easily tokenizable. The use of the Latin
alphabet is not a strict requirement; as long as only one lan-
guage is input at a time, and the target language contains fewer
than 256 characters in the alphabet. Through the use of lookup
tables, the data engine can itself be made reconfigurable and
capable of mapping arbitrary symbols of one or more bytes
(decoded from UTF-8) to an 8-bit representation. While this
may not make a truly language independent accelerator, a large
number of languages meet the above requirements, and so
could be used with the framework.

In addition, for languages other than English where the
truncation approximation to stemming is not appropriate,
or if a more accurate result for English is desired, the
framework will require a larger CAM resource. For example,
a 128-bit CAM can be used to store sixteen 8-bit characters
in their (nonstemmed) form. Afterward, the host can perform
the desired stemming operation on the individual terms, and
merge the counts. This will greatly reduce the overhead
for performing software stemming, making this technique
viable for a number of languages. For languages with very
long average wordlength or compound words, special rules
(e.g., omitting every nth character from CAM storage),
when paired with postanalysis error correction on the host,
can increase the storage capacity, though such a scheme must
also handle the risk of conflating some tokens.

E. Application Scope
While the proposed framework shows great promise for the

text analytics applications, it is important to note that some of

these kernels are not strictly applicable to text analytics, and
can actually be employed in other domains. For example, the
frequency counting can be applied to counting the occurrence
of numbers using the same CAM/SRAM array. Any binary
value, whether it represents an integer, a fixed point, or floating
point value up to the CAM width can be counted. This has
implications in many analysis applications, including basic
statistics on large data sets. Alternatively, the frequency count
functionality can be applied to genetics and bioinformatics for
counting the occurrence of DNA sequences, for example, with
the sequences of interest encoded as one of 230 combinations.
In addition, the classification capabilities are not restricted to
documents, and can be applied to many application domains,
including healthcare decision support systems, medical infor-
matics, bioinformatics, network security, and many other
domains in which a predictive model is required. Finally,
as a reconfigurable accelerator, the framework is capable of
supporting novel applications as they arise, without the need
for updating or modifying the underlying hardware, making
this a robust and adaptive solution to current and future
problems.

VII. CONCLUSION

We have presented a novel reconfigurable computing frame-
work tailored toward text analytics. The framework consists of
a large number of ultralightweight, interconnected processors
with custom functional units that support rapid execution of
text analytics-inspired kernel applications. The functionality
was demonstrated using an FPGA-based hardware emulation
platform. The synthesis results of the framework at the 32-nm
technology node demonstrate iso-area throughput and energy
efficiency improvements over both CPU and GPU for a variety
of kernels. A case study was presented, which shows how
such an accelerator could improve the performance and energy
efficiency in a real-world application.

Future work will first focus on improving the on-chip data
movement to reduce the number of cycles required in larger,
nonpreprocesing type applications, such as classification.
We will explore the feasibility of integrating higher level
compression/decompression hardware to further reduce data
transfer energy and latency and support compressed database
formats. We will explore different interconnect architectures
to improve the scalability of the framework. Finally, we will
implement the accelerator in custom hardware and interface
with a large capacity SSD and host CPU system to demonstrate
real-world hardware retrofitting.
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