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Abstract—VLSI systems in the nanometer regime suffer from
high defect rates and large parametric variations that lead to
yield loss as well as reduced reliability of operation. An architectural framework that ensures proper system operation when few
functional units are defective or unreliable under process-induced
or temporal parametric variations can be effective in improving
manufacturing yield and overall system reliability. In this paper,
we propose a novel memory-based computational framework that
exploits the on-chip memory to perform computation on demand
using a lookup table (LUT)-based approach. The framework
achieves reliable operation by transferring activity to embedded
memory of a processor from a defective or unreliable functional
unit. This allows the die to run at a reduced (but acceptable)
performance level instead of being completely discarded due to
unit failure (in case of defective functional unit) or being throttled
(in case of temporal parameter variations, e.g., temperature induced variations). We note that although the worst-case latency of
memory based computation can be considerably higher than regular operation latency, the average latency is only modestly higher
due to the abundance of narrow-width operands. Furthermore,
the operands for a specific instruction (e.g., integer add, multiply,
or floating point add) experience high locality of reference and
thus require loading only part of the LUTs in the cache. Simulation results for a set of benchmark applications show that the
proposed scheme can significantly improve yield and reliability at
the cost of only a small loss in performance (on an average 0.8%)
and 10 less area overhead compared to hardware duplication
based defect tolerance approach.
Index Terms—Activity transfer, memory-based computation, reliability, thermal management, yield.

I. INTRODUCTION
LTHOUGH technology scaling provides the capability of
integrating billions of transistors in a modern processor,
it gives rise to important issues such as high defect rate and
device parameter variations. These issues have emerged as
major barriers to future technology scaling [1]. Increasing
defect rate and device parameter variations in sub-90-nm
technology regime leads to reduced yield [2]. In a CMOS logic
circuit, parameter variations cause shift in propagation delay,
which may lead to delay failures, while in static random access
memory (SRAM) they manifest as data retention or read/write
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failures [25]. High power density in modern high-performance
microprocessors (100 W/cm for 50-nm technology [3]) leads
to an increase in die temperature due to the limited cooling
capacity of the package. Moreover, the power density varies
across the die surface resulting in localized hotspots [10].
The reliability concern caused by intrinsic vulnerability of
nanoscale devices to parameter variations can be addressed
either during design or by post-silicon correction/compensation
solutions. In the design phase, one can follow a circuit level
worst-case design approach (e.g., gate sizing or threshold
voltage assignment) to address the post-fabrication yield and
reliability issues. However, such a worst-case design approach
is overly pessimistic which often leads to unacceptable design
overhead in terms of area, delay, and power.
In order to adapt to both manufacturing defects and processtemperature-voltage (PTV) induced parameter variations, an effective solution would be to develop a system which can dynamically detect and correct defects and variation-induced failures. A number of circuit and system level techniques have been
proposed in this context [2]–[4], [6], [17]. These techniques
however typically incur large performance overhead [4], [6] or
do not address manufacturing defects [17]. In this paper, we
propose an architecture-level solution for improving processor
yield and reliability in presence of both manufacturing defects
and parameter variation induced reliability issues. The proposed
scheme allows on-demand transfer of activity from functional
units such as integer arithmetic logic unit (ALU) and Floating
Point Unit (FPU) to the embedded memory of the processor.
Here we assume that one or more logic units are nonfunctional
while on-chip memory is functional and possible defect or parametric failure in memory has been addressed using suitable redundancy [26] or remapping [2] techniques. In such a scenario,
the memory can compensate for hard manufacturing defects as
well as parametric failures (such as delay failures) in logic units.
Moreover, the method can be used to address temporal variations induced reliability problems such as thermal stress, by
dynamically transferring activities of a functional unit (FU) to
memory when the FU experiences high temperature.
The key idea is to realize the functionality of different
execution units in a processor, such as adder or multiplier
using on-chip memory, which acts as a shared reconfigurable
computing resource. We demonstrate that on-chip cache in
a processor can be used to perform computation on demand
by storing the results of Boolean functions in lookup table
(LUT) format. The performance loss due to the memory based
computation however remains within tolerable limits for benchmark applications. There are primarily two reasons for that:
1) the operands for a specific instruction (e.g., add/multiply)
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II. MEMORY-BASED COMPUTATION: AN OVERVIEW

Fig. 1. About 60% of the integer instructions have bit-width 16 or less for
SPECInt2000 benchmarks.

experience high locality of reference across different clock
cycles thus requiring loading only part of the LUTs in the
cache and 2) most of the operations in the functional units are
narrow-width [28]. For these operations, the operation latency
can be comparable to their regular functional latency using
dedicated hardware. Fig. 1 illustrates the observation regarding
abundance of narrow-width operands for integer operations in
SPECInt2000 benchmark applications. It shows that about 40%
(60%) operations have bit-width 8 (16) or less. Memory-based
computation can be effective for these operations since smaller
operand width translates to fewer memory accesses.
In particular, this paper makes the following major contributions. 1) It proposes using the on-chip memory or cache of
a processor to realize the functionalities of different execution
units, both integer and floating point. The operations are decomposed into smaller functions through bit-slicing and are
represented using multi-input, multi-output LUTs. The LUTs
are stored in the memory and evaluated in a sequential manner
corresponding to a set of operands. We refer to the proposed
scheme as memory-based computation (MBC). We show
that the scheme seamlessly integrates with the conventional
pipelined execution flow in a modern processor. An additional
hardware unit, referred as “glue logic,” is required for interfacing with the cache. 2) It shows that proposed scheme helps
in salvaging processor chips with defective functional units (but
properly functional on-chip memory) by allowing a memory
based realization of their functionalities and therefore improves
the manufacturing yield in a “go/no-go” situation. Furthermore,
it helps to improve yield under process-induced parametric
failures where chip instances failing target specifications (e.g.,
frequency) can be salvaged using MBC. 3) It shows that correct
operations in a processor can be ensured in case of temporal
parameter variations due to temperature fluctuations by transferring the activity of the FUs to the memory, and therefore
improving the reliability of operation.
The rest of this paper is organized as follows. Section II provides an overview of the MBC approach. Section III describes
the methodology for activity transfer to embedded memory.
Section IV presents the simulation results for a set of benchmark applications. Section V explores scheduling techniques
for further reducing the power and performance overhead.
Section VI concludes this paper.

Memory-based lookup table implementation is common in
case of field-programmable gate array (FPGA), where small
logic functions can be implemented using LUTs [18]. Such a
reconfigurable hardware is essentially made of two-dimensional
array of LUTs and programmable switching matrix. A similar
architecture has been described in [12], where the authors proposed a LUT-based implementation of DSP applications such as
discrete cosine transform (DCT) and inverse DCT. The on-chip
cache is used for realization of the LUTs. However, it employs
a purely spatial computing model that requires intermediate decoders between the cache blocks to achieve spatial distribution
of the computing elements. This negatively affects the memory
integration density and access time.
Although memory-based computation has been explored before in diverse contexts, the proposed computing framework has
several major differences from the previous explorations: 1) it
focuses on realizing activities of common execution units in a
processor (such as addition, multiplication, etc.) and not specific
iterative tasks, thus extending the the approach to general-purpose computations; 2) it addresses improvement in yield and reliability under manufacturing defects and parameter variations;
and 3) it preserves the advantage of high device integration density of conventional SRAM-based embedded memory. In order
to explain the use of on-chip memory in computation, we will
try to answer the following questions.
A. How Can We Perform Computation in Memory?
Computations can be arithmetic (such as add, subtract, compare) or logical (such as “AND,” “XOR”) operations which can be
represented in terms of LUT. We propose to use a time-multiplexed reconfigurable computing model [19], where large arithmetic/logical functions are bit-sliced and the slices are represented as multi-input multi-output LUTs. These slices are evaluated in topological order over multiple cycles. The on-chip
cache provides easy dynamic reconfigurability, by loading the
LUTs for different operations on demand. The LUTs can be
stored in the physical memory and fetched on-demand to the
on-chip cache. A memory array provides a regular structure
which is very scalable. For example, to achieve higher memory
bandwidth the memory can be organized into multiple banks.
For bit-sliced operation, these banks can be accessed in parallel
to improve performance.
B. Which Functions Should We Compute in Memory?
Functions which have relatively small number of inputs and
outputs or the ones which can be bit-sliced are appropriate for
memory based computations. Arithmetic operations such as additions, multiplications often involve operands of large sizes
(e.g., two 32 or 64-bit operands). However, we note that such
operations can be easily bit-sliced and hence efficiently represented in terms of LUTs. Complex functions including trigonometric, logarithmic, exponent, square root, or other transcendental functions of varying bit-width are also shown to be very
amenable to memory based implementation [34], [35]. Implementing such functions would however require small adaptation
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in the glue logic which is used to interface the processor pipeline
with the MBC framework.
C. When Do We Perform Memory-Based Computation?
Dynamic transfer of computation to on-chip memory can be
effective under the following failure scenarios.
1) One or more of the functional units, e.g., integer or
floating point adder/multiplier, are not-functional due to
hard manufacturing defect, such as gate-oxide short or
floating/open gate. Without any defect tolerance scheme,
chips with failing functional units need to be discarded.
MBC can potentially improve the yield in presence of hard
defects. In case of on-chip memory, it is possible to exploit
conventional defect-tolerance scheme such as row/column
redundancy [26], which is used to tolerate permanent
manufacturing defects. It can also benefit from existing
techniques for online detection/correction of data corruption using error correcting code (ECC) such as single-error
correction and double-error detection (SECDED) code
[27].
2) In scaled technologies, process induced device parameter
variations can affect circuit parameters such as critical
path delay. Note that such variations can lead to localized
within-die delay variations among the functional units,
which increases with technology scaling. Similar to logic,
memory is also subject to within-die variations. However,
memory cell failures due to within-die variations can be
tolerated using circuit/architecture level techniques such
as dynamic resizing of the cache to avoid the faulty cells
[2]. The proposed scheme thus addresses process-induced
localized delay variations in functional units and can avoid
affecting the system voltage and/or frequency. Consequently, it provides a mechanism to improve parametric
yield of a processor.
3) Highly active portions of the die such as the execution
units can have 20 times the power density of less active
blocks such as the on-chip cache block [5]. The most commonly used technique to maintain on-die thermal integrity
include dynamic voltage and frequency scaling (DVFS)
technique [4]. The scheme is useful for handling thermal
emergency and prevents the processor from overheating.
However, DVFS limits the performance of the processor
by causing a global slowdown of all the units until the
transistors in the hotspots have an acceptable junction temperature. Similar techniques that allow power-performance
tradeoffs are fetch/decode throttling, speculation control
[6] or fetch gating. These methods incur large performance
penalty due to the fact that the unit under thermal stress is
completely gated off without any migration of their functionality. The idea of activity migration from one functional unit to another has been proposed earlier [5]. However, the scheme in [5] requires replication of the functional
units and switching of activity from one unit to another.
Compared to [5], the proposed approach is more effective
in controlling temperature of FUs due to higher thermal
gradient with Cache [10] and incurs less area/power overhead.

Fig. 2. Flow chart showing different steps of the proposed MBC framework.

III. ON-DEMAND ACTIVITY TRANSFER TO CACHE
In order to study the effectiveness of the proposed memory
based computation framework, we have applied it to realize
the functionality of the integer execution unit (adder and multiplier). Fig. 2 shows the sequence of actions followed by the
decision making hardware inside schedule and issue logic to
bypass original FU for memory based computation. Once the
need for bypassing the normal execution unit has been detected
the processor indicates for the operating system (OS) to load
the result tables for that particular operation in a section of the
main memory. The OS returns the pagebase address where the
results for the lookup table realization of the operation are being
stored in the main memory. This pagebase address will be used
for further access to the main memory to load the result tables
to the on-chip cache. The pagebase address is used to form the
physical address required to access the on-chip cache as well
as the main memory. Note that the OS is responsible for mapping the virtual memory address space into the physical memory
address space. The OS must ensure that no virtual address from
the program that is being executed is mapped to the physical address space which holds the results for MBC operations. Fig. 3
shows the integration of the proposed scheme with the dynamic
pipeline of superscalar out-of-order processor. The address generation block belongs to the glue logic. After calculation of the
effective address, this address is used to access a location of the
cache memory where the result of the operation is stored. The
result bits obtained from evaluation of multiple bit slices are accumulated inside the glue logic.
A. Formation of Effective Address
The formation of virtual and physical addresses is illustrated
in Fig. 4. Let us consider the addition of two 32-bit operands
and . The operands can be considered as a combination of four
1-byte operands
,
,
, and
.
The addition result for such 1-byte operands can be stored in
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Fig. 4. Formation of virtual and physical addresses from the source operands
for a particular operation.
Fig. 3. Integration of MBC with dynamic pipeline in an out-of-order superscalar processor.

the memory in the form of LUTs. The addition results can then
be obtained by accessing the memory with an address that contains the information regarding the source operands. For the
and .
first access, we will consider that the operands are
and , when concatenated, form the special
The operands
virtual address required for memory based computation. Since
this virtual address cannot be part of the virtual address space
defined by the compiler, a separate MBC mapping table is required to map this virtual address to its physical counterpart. The
normal route for virtual to physical address translation through
the translation lookaside buffer (TLB) is therefore bypassed.
When the requirement for MBC arises for the first time, the CPU
raises an exception and the exception handler of the OS returns
with address for the pagebase which contains the results for the
corresponding operation. For example, in case of addition, this
would be the address for the page in the main memory which
contains the addition results of all possible 8-bit operands. This
idea is illustrated in Fig. 4 where the MBC mapping table stores
the pagebase address for the operations which are intended to be
supported using memory based computation. The pagebase address provided by the OS is concatenated with the page offset to
form the complete physical address that selects a line of a page
in the main memory. The selected line contains the addition results of the operand in the page offset with all possible 1-byte
operands. Thus, the whole page of addition results is loaded into
the main memory only once. After that for each combination
of operands, all the addition results for the operand which is
smaller of the two is loaded into the L1 cache from the main
memory. Here, we utilize the commutative property of addition
so that fetching the addition result for one of the operands will
suffice. Note that since two operands of size 8-bits have been
considered for virtual address generation, for page table of size
64 kB or more, the operands only need to be concatenated with
the pagebase address for physical address generation. However,
for smaller pagebase sizes, the pagebase address would require
” bits
an addition with “
from the operands.
It is to be noted here that loading of the ADD/MULT results table would follow the same steps as loading of instruction/data into the main memory and from the main memory into

the processor cache. When MBC is invoked for the first time,
virtual to physical address mapping will encounter a page fault.
The exception handling routine of the OS would load the corresponding pages into the main memory and load the virtual to
physical translation into the page table. Subsequent access to the
same virtual address would bring the mapping and the data into
the MBC mapping table and the on-chip cache, respectively. In
order to exploit the commutativity property of the addition and
multiplication operation, we use a 32-bit comparator for comparing the operands and aligning the larger operand to form the
most significant bits. The same comparator can also be used for
the multiplication procedure. Additional hardware required for
multiplication includes: 1) a 32-bit shifter to obtain partial products of appropriate weight before they are added and 2) a 32-bit
priority encoder in order to minimize the number of memory accesses for the generation and addition of partial products in case
of narrow width operands. Fig. 5 shows the dataflow through
the glue logic. The corner case checker identifies if one of the
operands is either zero or one. Depending on the operation type,
the controller enables a particular sequence of steps including
address generation, memory access and accumulation of results.
Note that the glue logic needs to be customized for these particular set of instructions (e.g., Add, Mult). However, as may be
noted from Fig. 5, resources for different instructions can be effectively shared, leading to minimal overhead due to the glue
logic.

B. Cache and Memory Organization
The cache and the memory organization for storage of addition results are shown in Fig. 6. Each line of the page in the main
memory contains the addition result of one 8-bit operand (say,
) with all 8-bit operands
. Two such sets are
present, one for the condition that input carry is zero and the
other for input carry one. The page offset is used to access the
addition results for both cases of the input carry. The input carry
is then used to select the proper addition results. On a cache
miss, the memory line containing the addition results of one of
is brought into the cache and written at the
the operands
location defined by the corresponding physical address. Cache
line is accessed using the tag and index section of the physical
address. The second operand (say, ) which forms the block
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Fig. 5. Schematic showing the dataflow through the glue logic.

Fig. 7. Implementation of memory-based addition using carry-select addition
procedure.

Fig. 6. Arrangement of addition results in the processor cache and the main
memory.

offset section of the address is used to access the result of addiand ).
tion for the two operands (
The hierarchy of cache access has been shown in Fig. 2. The
L1 cache is accessed with the physical address; miss on the L1
cache triggers an L2 cache access. A hit on the L2 cache causes
the return of data which is also written into L1 cache. The valid
bit is set on a successful write operation. If a free write location
is not found in the L1 cache at the given physical address, then
the data present in that location is evicted from L1 and written
to L2 cache following a least recently used (LRU) policy. In the
above scheme we assume two read ports for the cache so that
two addition results can be simultaneously read from the cache.
The number of write ports for the cache is, however, considered
to be one.
C. Memory Based Addition Procedure
A scheme for carry-select addition of two 32-bit operands
using memory based computation is shown in Fig. 7. If one of
the operands is zero, the addition is completed in one cycle. If
not, the 32-bit operands are bit-sliced into 8-bit operands. For
each set of 8-bit operands, the addition results for both input
carry zero and one are looked up from the cache. The input carry
is then used to select one of the two results. The same operation is repeated for all the 8-bit operands. Thus the entire addition procedure is completed in two steps, a memory lookup and
subsequent carry select addition using the 8-bit operand addition results. Note that due to the commutative property of “add”
, total memory required to store all the “add”
results is halved and comes to 64 kB.

Fig. 8. Modified issue logic with Req signal masking.

are
Considering the result for all the sub-operands
present in the on-chip memory, the worst-case evaluation time
for two 32-bit operands is four cycles. Although this evaluation time is more than that of respective functional units, due to
the fact that most of the operations (almost half of the integer
operation) are narrow width [28], the average penalty in performance is not significant. The exact latency of operation depends
on number of memory accesses as well as the number of cycles
required to access the memory. The later is determined by the
location of relevant LUT in the memory hierarchy.
Fig. 8 shows the required modifications in the processor
schedule and issue logic. The configuration unit creates a
configuration vector based on the defect map obtained during
testing phase or the dynamic temperature profile obtained
from the temperature sensor. For permanent defects, the faulty
execution units are detected during manufacturing test and the
is
defect map generated is stored in a small -bit (where
the number of functional units) read-only memory (ROM). For
a superscalar processor, operands issued to the FUs are read
from the Reorder Buffer (ROB). The logic for selecting the
ready operands from the issue window is implemented as a
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tree of priority encoders [33]. For the proposed approach, when
is defective or is under thermal stress, Req signal to the
corresponding FU is masked (see Fig. 8) and any instruction
which is not serviced by the faulty/busy units is transferred to
MBC unit. The delay overhead in the issue stage due to the
small masking logic was found to be negligible.
D. Memory-Based Multiplication Procedure
The proposed scheme for memory based computation was applied to 16-bit integer multiplication. For table look up of the
product values, each 16-bit operand was divided into upper and
lower 8-bit operands. For example, consider and to be the
16 bit operands for multiplication. Then the multiplication
can be equivalently written as
. The internal products
,
,
, and
are fetched from
the cache using a policy similar to the 8-bit addition procedure
as described in the previous section. These internal products are
then shifted and added to form the 32-bit product. The memory
based addition procedure described previously is used to add the
partial products. The shifted value of the internal products is obtained by a combinational shifter network. Considering cache
hit for all the sub-operands, evaluation time in the above approach is seven cycles (two cycles for computing the internal
products and five cycles for adding the partial products). However, due to abundance of narrow-width operands [28] average
latency for memory based multiplication was observed to be
much smaller than the worst-case latency. Note that in the cases
where one of the operands is either zero or one or if both the
operands are smaller than 8 bits, multiplication is completed in
one cycle. Similar to addition, the total memory requirement for
storing the multiplication tables reduces to half (i.e., 64 kB) due
to the commutative property of multiplication.
IV. SIMULATION RESULTS
A. Test Setup
To check the effectiveness of the proposed scheme, we implemented the activity transfer mechanism in an out-of-order superscalar processor architecture using Simplescalar Version 3.0
[9] compiled for Alpha binaries. For this implementation, we
considered the variable latency aspect of memory-based ADD/
MULT operation in the same manner as done for load operations. Given a set of operands for memory based ADD/MULT
operations, we also determine the position of their result in the
memory hierarchy and schedule an event based on the number
of cycles required to retrieve the result. Similar to the load/store
instructions, the dependant instructions in the RUU are waked
up when the result for variable latency ADD/MULT is available.
The baseline configuration of the processor is taken from [11].
The effectiveness of the proposed framework was validated for
two different scenarios: 1) improving the reliability of operation under temperature variation and 2) improving manufacturing yield of a processor when some FUs become inoperative
due to manufacturing defects. For the first case, the temperature
threshold for the integer execution unit was set at 100 C.
We have used reference inputs, fast-forwarded 500 million
instructions and simulated 100 million instructions for the

Fig. 9. Temperature profile for an integer ALU with and without the proposed
activity transfer approach.

benchmarks in the SPEC2000 benchmark suite [13]. Performance loss for each of these benchmarks was noted. For both
MBC based defect tolerance and dynamic thermal management, the performance loss was estimated when MBC uses
the existing L1 and L2 cache for storing the addition and
multiplication results. The performance overhead was also
compared with the case where an additional memory hierarchy
similar to the existing caches is used for storing the LUTs. The
hardware overhead for the implementation of the glue logic
was estimated by synthesizing them using the Synopsys Design
Compiler and mapping to LEDA 250-nm standard cell library.
Besides the addition/multiplication instructions, we have also
considered scenarios where the integer ALU is used to calculate effective memory address. Considering this operation, the
proposed scheme accounts for 50% of the total instructions in
SPECInt2000 benchmarks which utilize the integer ALU. The
address generation for the branch instructions is typically carried out by a separate integer ALU [29] and does not engage the
main execution units in the pipeline. Hence, we did not apply
the scheme in address calculation for the branch instructions.
“Hotspot 2.0” tool [31] was used for estimating the temperature profile of the integer ALU units. In order to estimate the die
thermal profile from Hotspot, power dissipation values of the individual functional units in a processor such as integer execution
units, floating point units are required. We obtained these values
from Wattch 1.0 [23] at regular time intervals. As illustrated in
Fig. 9, the sampling interval was taken to be 100 cycles. These
power samples along with the thermal-RC constants and floorplan for an example Alpha processor were used to generate the
transient die thermal profile from Hotspot.
B. Tolerance to Thermal Stress
Table I shows the performance loss in case of different
Spec2000 benchmarks due to MBC. From Table I, we note that
when the proposed computational framework is used for temperature management in the integer ALU, the average increase
in CPI is 3.9%. In this case, we assume that existing on-chip L1
and L2 caches are used for MBC. The impact on performance
due to MBC is mainly two-fold: 1) increased operational latency
compared to execution in the functional units and 2) higher
capacity misses in the cache due to reduction in cache size.
From Table I, we note that although the impact on performance
is minimal for most of the SPEC2000 benchmarks, some such
as ‘art’ suffer considerable increase in CPI when a portion of
the on-chip cache is used for on-demand computation. Such an
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Fig. 10. Performance and power results for 2-add, 1-mul [(a) and (c)] and 4-add, 1-mul [(b) and (d)] defective scenarios.

TABLE I
IMPACT ON PROCESSOR PERFORMANCE (CPI) FOR ADAPTATION TO THERMAL
STRESS USING MBC

six parallel addition/subtraction operations simultaneously.
For the scenario illustrated in Fig. 9, the activity level is much
higher in the ALUs, thus leading to 3 C increase in temperature over a period of 100 cycles (cycle no. 496—cycle no. 593).
This exceeds the 100 C temperature threshold. At this point,
in the proposed incoming operations which target the ALU
are executed in the memory until the ALU temperature falls
below the threshold again. This is observed in the controlled
temperature profile which now shows a slow falling ramp.
However, in the uncontrolled case, the ALU temperature can
experience temperature increase when activated by instructions
which require ALU operation (as shown in Fig. 9 around cycle
no. 886).
C. Tolerance to Manufacturing Defects

increase can be attributed to the memory-intensive operations
in the benchmark. In order to verify this claim, an additional
on-chip memory devoted for on-demand computation was
included in the simulation framework. This additional memory
is divided into two levels of hierarchy with sizes 8 and 64 kB,
which are assumed to operate in the same fashion as the original
L1 and L2 cache. Instead of the on-chip cache, configuration
tables for the adder and the multiplier were fetched from the
main memory to this additional memory. The CPI overhead
improves for all the benchmarks including “art” when MBC
uses the additional memory hierarchy. The average CPI overhead in the second case is 1.57%. From the above results, we
can infer that for processors targeted towards memory-intensive
applications, a small additional embedded memory can be
incorporated to significantly reduce the performance impact of
MBC. Note that the CPI results in Table I shows considerable
improvement over the DVFS scheme [4], which slows down the
entire processor thus incurring a performance penalty of over
10%. Fig. 9 gives a snapshot of a window during execution of
a benchmark on a processor with and without the proposed dynamic computation transfer scheme. The sudden jump observed
in ALU temperature is due to the fact that all the instructions
issued at the highlighted cycle are ALU operations, i.e., the
baseline configuration with six integer ALUs were supporting

We have considered two defect scenarios: 1) two adders
and one multiplier are defective and 2) four adders and one
multiplier are defective out of the six adders and two multipliers present in the baseline configuration. Fig. 10(a) and (b)
compares the performance of a processor with and without
MBC when multiple FUs are considered inoperative and an
extra on-chip memory hierarchy is present to support MBC
operations. Fig. 10(a) and (b) correspond to Configuration 1
and 2 mentioned above. In the proposed scheme, activities of
these defective FUs are dynamically transferred to the memory.
As observed from Fig. 10(a), if we do not employ MBC, the
performance overhead for a faulty processor with configuration
1 is 5.5%. In case of configuration 2, the processor suffers a
much higher performance overhead of 42.1% due to increased
number of defective units [see Fig. 10(b)]. However, when
the proposed activity transfer scheme is incorporated in the
processor architecture, the loss in performance is considerably
less (0.79% and 4.82%, respectively).
From Fig. 11, we note that on an average only 12% of the
MBC operations suffer an L1 miss which shows that the bitsliced operands experience high locality of reference. Fig. 11
also plots the percentage of memory bypasses, which shows
the impact of narrow-width operands. For example, a memory
based add operation for two 32-bit operands would take four
memory accesses in the worst case. If both operands are less
than equal 8-bit, the number and percentage of memory bypasses are 3% and 75%, respectively. For the benchmark applications, we note an average of 71% memory bypasses. This
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TABLE II
COMPARISON OF AREA OVERHEAD BETWEEN MBC (DUE TO GLUE LOGIC)
AND RESOURCE DUPLICATION

Fig. 11. Number of memory bypass and the L1 miss expressed as a percentage
of the total number of MBC operations.
TABLE III
OVERHEAD FOR FPGA-BASED DESIGN

respectively. Moreover, an on-chip FPGA demands high reconfiguration latency [20], while in the proposed framework, the
configuration data is loaded on the fly from the main memory
to the on-chip cache. Finally, embedded FPGA blocks typically
consume very high power during normal operation (as shown in
Table III).
E. Power Overhead in MBC Scheme

Fig. 12. Percentage increase in CPI with increasing number of failing units for
different benchmark applications.

matches with the observation in Fig. 1 which shows that addition result for 60% of the operands can be achieved within two
cycles.
Fig. 12 shows the CPI increase for the baseline and MBC
scheme with increasing number of failing FUs. Failure configurations 1–4 denote the case when: 1) 1-adder and 1-multiplier;
2) 2-adders and 1-multiplier; 3) 3-adders and 1-multiplier; and
4) 4-adders and 1-multiplier fail. From Fig. 12 we note that on
an average MBC can salvage processors up to the failure of three
execution units. Beyond that, for some of the benchmark applications, CPI increases by more than 10% of the no defect scenario.
D. Overhead Comparison
As observed from Table II, additional hardware requirement
for implementation of the MBC scheme is only 9.5% of the duplicated functional units, when we use the existing cache. An alternative to using the processor cache for on-demand computation is to incorporate an on-chip reconfigurable framework such
as embedded FPGA. However, as we note in Table III, worstcase delays for a 16-bit multiplier and a 32-bit adder mapped
to a Stratix III 65 nm FPGA are 29.86 and 9.178 ns, respectively. For a processor with 600 MHz operating frequency, this
is equivalent to 18 cycles and 6 cycles of processor operation,

We have also noted the power overhead due to the proposed
memory based computation framework. The results were collected using Wattch Tool Set Version 1.0 [23]. Fig. 10(c) and (d)
show the power overhead results for configuration 1 and 2. For
memory based computation, we considered the power due to additional memory accesses and power dissipation in glue logic.
From the results we note that for configuration 1, the proposed
scheme incurs an average power overhead of 0.24%. However,
a higher power overhead (average 1.23%) is incurred when the
proposed scheme substitutes for four defective adders and one
defective multiplier.
F. Floating Point Operation Using MBC
We have also investigated the implementation of the floating
point add operation using the proposed MBC scheme. Fig. 13
illustrates the implementation of the floating point adder. The
proposed memory-based floating point addition operation expects normalized floating point operands from the register files.
The first step involves memory based computation of the difference in the exponent of the two operands. Depending on single
or double precision operands, the size of the exponent can be either 8 or 11 bits. Assuming the addends are bit-sliced into 8-bit
operands and there are no L1 cache misses, the difference is
calculated in either 1 or 2 cycles for single and double precision operands, respectively. Since the shifter is already a part
of the glue logic, shifting of the mantissas by the difference of
the exponents is performed in the glue logic. Once the mantissas are aligned to the same exponent, they are added following
the memory based addition procedure described earlier. Again
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Fig. 15. Variation in chip failure probability for different device failure probabilities with and without the proposed approach.

Fig. 13. Implementation of floating point adder using the proposed memorybased LUT operation.

Fig. 14. Percentage overhead in CPI with and without proposed defect tolerance scheme for two nonfunctional floating point units.

depending on single and double precision nature of operands,
this addition is completed in either three or seven cycles in the
most favorable scenario. The glue logic is updated to perform
the normalization operation using the shifter. Assuming a latency of two clock cycle for the floating point add/sub operation we calculated the performance impact in the MBC scheme
considering two floating point addition units out of four in the
baseline configuration are nonfunctional. Fig. 14 shows that
for SPECFP2000 benchmarks, the maximum performance overhead in case of such failures can be as high as ~5% (average
~2%). With MBC, it is possible to reduce the performance loss
significantly (max. CPI overhead ~0.7%). For a baseline processor with fewer floating point units, the yield improvement
with MBC will be more drastic.
G. Yield Improvement Results
Fig. 15 shows the yield improvement due to the proposed activity migration scheme in case of manufacturing defects. A chip
is assumed to fail if the performance overhead due to the failing
functional units is more than 10%. For this analysis, we considered a specific implementation of integer and floating point

units obtained from [32] which consisted of 600 K transistors.
We also considered an appropriate size of memory for MBC organized into 32 32 blocks with built-in redundancy of two
columns per block. Defects were inserted into the transistors
of both logic and memory units following a random distribution for a range of defect rates. In case of memory, some defects were tolerated using redundant columns. Depending on the
number of failing FUs, the baseline processor chip suffers a performance degradation which is obtained from our simplescalar
simulations for the benchmark suite. Even for low defect rate
(region A in Fig. 15), the percentage of chips that do not meet
the target performance can be appreciable. For these low defect
rates, however, the performance overhead for the MBC scheme
was lower than the 10% tolerance. In this region, the proposed
scheme can improve the yield by almost 60%. As the defect
rate increases, more functional units fail. Besides, less memory
blocks become usable with increased device failure. As a result,
the overhead in MBC also increases. Hence, yield for the proposed scheme also starts to degrade in region B. However, the
chip failure rate becomes considerably better than the baseline
case. For still failure rates, the failure rates for the two schemes
approach the same value.
V. SCOPE FOR FURTHER IMPROVEMENT IN MBC OVERHEAD
In this section, we describe two techniques to improve the
performance and power overhead associated with MBC.
A. Use of Result CAM
The performance and power overhead of the MBC operation
can be considerably reduced by the use of a very small fully-associative memory which stores the most recent addition/multiplication results. We refer to this memory as “Result CAM”. The
Result CAM enjoys a high hit ratio due to the fact that the 64-bit
input operands are broken up into 8-bit sub-operands which experience high locality of reference. The power required to access Result CAM is almost 6 lower (obtained from Wattch
[23]) than that required for accessing the L1 cache for MBC.
As a result, introduction of the result CAM considerably improves the energy-delay product (EDP) for memory-based computing. Fig. 16(a) reports the percentage improvement in power
for a MBC framework using the result CAM. The average power
improvement for an 8-entry Result CAM is 71%, while for a
32-entry result CAM, the percentage power improvement reduces to 65%. However, the use of a 32-entry result CAM results
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Fig. 16. (a) Percentage power savings achieved for MBC operation by the introduction of result CAM. (b) Percentage CPI increase. (c) Percentage power saving
results for MBC framework using result CAM and the original cache, compared to the baseline CPU and MBC without result CAM.

in a higher hit ratio (avg. 61%) compared to the 8-entry Result
CAM (avg. 33.5%). Fig. 16(b) and (c) shows the percentage CPI
and power increase for the scenario when MBC uses a 32-entry
Result CAM along with the original cache hierarchy and a LRU
replacement policy. In these simulations, we consider the fact
that original load/store operations in the load-store queue (LSQ)
are delayed due to MBC operations, which require accessing the
original cache.
The percentage CPI and power increase are compared against
the baseline CPU and a MBC framework that does not include
a result CAM. With respect to the baseline CPU (without any
defect), MBC operation using the result CAM incurs a 10.3%
increase in CPI for a 4-adder 1-multiplier defective scenario.
However, compared to MBC operation, the average percentage
CPI overhead is only 5.9%. Compared to the baseline case,
power overhead with the result CAM and the original cache is
negligible (avg. 0.5%). However, the power improvement with
respect to a MBC framework not employing the result CAM is
substantial (avg. 58%).
Introduction of the result CAM also leads to substantial
saving in the memory traffic. In absence of the result CAM, a
memory based ADD/MUL implementation would access the
cache hierarchy. This would add to the existing memory traffic
when extra memory is not used for MBC. A hit in the result
CAM bypasses the access to the cache hierarchy and reduces
the memory traffic. The percentage increase for a 64-entry
result CAM is shown in Fig. 17 for both: 1) 2-Add 1-Mul and
2) 4-Add 1-Mul defective scenario. We note that for the above
scenarios, average increase in memory traffic due to miss in the
result CAM is only 1.9% and 10.9%, respectively.
B. Priority Scheduling
Exploiting the abundance of narrow width operands, one can
further improve the performance overhead when MBC is used
for defect tolerance. A priority scheduling policy that compares
the operand width of the ready instructions and selectively assigns narrow width operands to memory based computing reduces the number of memory accesses. The resultant improvement in the number of memory accesses after breaking up of
the input operands during memory based addition operation is

Fig. 17. Improvement in memory traffic due to result CAM.

Fig. 18. Improvement in the number of memory accesses due to priority scheduling based on operand widths.

shown in Fig. 18. From Fig. 18, we note that the average reduction in the number of memory accesses for “2-add 1-mul”
and “4-add 1-mul” cases are 7.5% and 7%, respectively. For
implementation of the proposed priority scheduling policy, the
modified issue logic should incorporate a comparison logic and
a REORDER MUX. This, however, is likely to increase the critical delay of the issue stage.
VI. CONCLUSION
We have presented a novel memory based computing framework for modern processors that enables dynamic transfer of
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computation to embedded memory for improving yield and
reliability of operation. The principal idea is to use embedded
SRAM cache as a shared reconfigurable computing resource.
Functions are bit-sliced and represented as lookup table.
These LUTs are stored in memory and evaluated for a set of
input operands in a sequential manner using a small interface
logic. The proposed scheme can be effectively used to tolerate
permanent manufacturing defects in a functional unit, thus
improving functional yield of the processor. It can improve
parametric yield under within-die variations when specific
functional unit becomes unusable while memory remains
functional. Moreover, it can be applied to dynamic thermal
management by activity migration. We have shown that the
proposed scheme seamlessly integrates with the conventional
pipeline design of a processor. Simulation results for a set of
applications obtained from architecture simulators show that
the proposed activity transfer method provides considerable
benefit in yield and reliability at the expense of small loss in
performance and low hardware overhead. We note that due
to the abundance of narrow-width operands in a program and
locality of reference in the operands of an instruction, the
average latency of memory based computation is only modestly
higher than regular operation latency. The overhead can be
further reduced using a small “result CAM” to hold results for
the most recently used operands. Besides, a priority scheduling
policy that assigns narrow-width operands to MBC can further
reduce the overhead.
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